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What is a ViewModel and why is it lifecycle-aware?
ViewModel is a class designed to store and manage UI-
related data in a lifecycle-aware way. Its primary purpose is
to survive configuration changes (like screen rotations) and
share data between Fragments and Activities without
requiring data re-fetching.

Why is it lifecycle-aware? 
A ViewModel itself is not directly lifecycle-aware in the
sense that it doesn't observe lifecycles; rather, it
understands the lifecycle of a View (Activity/Fragment) and
is retained as long as the associated View is alive (e.g.,
Activity is not finish()ed or Fragment is not detached()). This
means the ViewModel persists across configuration
changes. This mechanism is managed by
ViewModelProvider and ViewModelStore. The
ViewModelStore holds onto the ViewModel in memory until
the Activity/Fragment is permanently destroyed. This
feature prevents Memory Leaks because the ViewModel
only releases its resources when they are truly no longer
needed.
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Explain the advantages of using ViewModel over retaining
data in an Activity/Fragment during Configuration
Changes.
During configuration changes (such as screen rotation,
language change, or multi-window mode), an Activity or
Fragment is, by default, destroyed and recreated. This leads
to the loss of all data and UI state.
Advantages of ViewModel:

1.Data Persistence: The ViewModel survives configuration
changes. This means UI-related data (e.g., a list of items,
the state of a form) is preserved without needing to be
re-fetched from a database or network.

2.Memory Leak Prevention: A ViewModel never directly
holds a reference to a View (Activity/Fragment). This
separation of concerns ensures that Views can be
destroyed and recreated without the ViewModel
retaining a reference to the previous, destroyed View,
thus preventing memory leaks.

3.Separation of Concerns: The ViewModel is responsible
for holding and processing UI-related logic, while the
Activity/Fragment is only responsible for displaying the
UI and managing user interactions. This leads to cleaner,
more maintainable, and more testable code.

4.Less Boilerplate Code: Without ViewModel, you'd
typically use onSaveInstanceState() and
onRestoreInstanceState() to preserve state across
configuration changes, which is cumbersome and error-
prone for complex and large datasets. ViewModel
handles this process automatically.
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Explain LiveData and its advantages over traditional
Observables (like RxJava without lifecycle awareness).

LiveData is an observable data holder class that is lifecycle-
aware. This means LiveData only updates data when its
Observer (typically a View) is in an active lifecycle state,
such as STARTED or RESUMED.
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Advantages of LiveData over traditional Observables (like
RxJava without lifecycle awareness):

1.Lifecycle-Awareness:
LiveData: Delivers data updates only to Observers
that are in an active lifecycle state (STARTED or
RESUMED). When an Observer moves to a STOPPED
or DESTROYED state, LiveData automatically stops
sending updates or removes the Observer. This
prevents memory leaks and crashes caused by trying
to update UI when the View is not active.
RxJava without lifecycle awareness: The developer
must manually manage subscriptions and
unsubscriptions (typically in onStart/onStop or
onResume/onPause and onDestroy). Improper
management can lead to memory leaks (holding
references to destroyed Activities/Fragments) and
crashes.

2.No Memory Leaks: LiveData automatically removes
observers when the Activity/Fragment is destroyed.

3.No Crashes due to Stopped Activities: LiveData never
updates the UI in a stopped or background state.

4.Handles Configuration Changes: LiveData automatically
delivers the latest data to new Observers (after a
configuration change) as soon as they become active
again.

5.Simplicity: LiveData has a simpler API compared to
RxJava for common use cases (like updating UI state)
and a lower learning curve.
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Describe the concept of an Observer in LiveData and how
it updates the UI.

An Observer is an interface in LiveData that has a method
called onChanged(T data). You attach an instance of this
Observer to a LiveData object, and whenever the LiveData's
data changes, this onChanged method is invoked.
How it updates the UI with an Observer:

Create a LiveData in the ViewModel:
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Observe the LiveData in the Activity/Fragment:
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In this example, when viewModel.updateName() is called,
_name.value changes. This change triggers the onChanged()
method in the Observer (attached via observe()), and
textView.text is updated with the new value. This process is
entirely lifecycle-aware.



How do you implement basic CRUD (Create, Read, Update,
Delete) operations with Room Database?
Room is an abstraction layer over SQLite that simplifies
database interactions significantly. CRUD operations are
implemented using three core Room components:

1.Entity (Table): Kotlin/Java classes representing tables in
the database.

2.DAO (Data Access Object): Interfaces or abstract classes
defining methods for interacting with the database (like
Insert, Update, Delete, Query).

3.Database: An abstract class that serves as the main
entry point to the database and provides access to
DAOs.

CRUD Implementation Example:
Define the Entity:
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Define the DAO:
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@Insert, @Update, @Delete are predefined Room
annotations.
@Query is used for custom SQL queries.
suspend indicates that these operations should be
executed within a Coroutine Scope.
LiveData<List<User>> automatically pushes updates to
the UI whenever data in the users table changes.



Define the Database:
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@Database is used to define the database and list its
Entities.
version is the database schema version.
exportSchema = false prevents schema file generation at
compile time (should be true in Production).
getDatabase is a Singleton method to ensure only one
instance of the database exists across the application.



Explain the role of Entity, DAO, and Database in Room.

Entity (The "What"):
Entities are regular Kotlin or Java classes annotated
with @Entity.
Each Entity represents a table in the SQLite
database.
Class properties are mapped to columns in the table.
Must have at least one property annotated with
@PrimaryKey to serve as the table's primary key.
Other annotations like @ColumnInfo, @Ignore,
@ForeignKey can be used for further configuration.

DAO (Data Access Object) (The "How"):
DAOs are interfaces or abstract classes annotated
with @Dao.
They define the methods that perform CRUD
operations on Entities.
Room automatically generates the implementation of
these methods at compile time.
DAO methods can use @Insert, @Update, @Delete
annotations for basic operations and @Query for
writing custom SQL queries.
DAOs completely abstract away the database; you
interact with Kotlin/Java objects and methods, not,
not raw SQLite.
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Database (The "Where"):
An abstract class that extends RoomDatabase and is
annotated with @Database.
Its main role is to be the main access point to the
database and provide access to DAOs.
Specifies the list of Entities contained in this
database (entities parameter in @Database) and the
database version (version parameter).
Contains abstract methods that return the DAOs
(e.g., abstract fun userDao(): UserDao).
At compile time, Room generates an implementation
of this class.
Typically implemented as a Singleton to ensure only
one instance of the database exists throughout the
application.
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Mid-Level Questions
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How do you manage communication between ViewModels
in different Fragments? Explain the use of Shared
ViewModel (with Activity or Navigation Graph Scope) and
Events (e.g., with SingleLiveEvent or SharedFlow).

Communicating between ViewModels in different Fragments
is a common challenge. There are two primary approaches:

Shared ViewModel (Best practice for sharing data):
Concept: Instead of each Fragment having its own
ViewModel, Fragments can obtain a shared
ViewModel from a larger scope (such as the Activity
or a Navigation Graph). This ViewModel survives
within that larger scope, and all Fragments within
that scope access the same instance of the
ViewModel.
Activity Scope:

Usage:
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Advantages: Simplest way to share data. All Fragments
within an Activity can access the same
SharedViewModel instance and exchange data through
it.
Disadvantages: The ViewModel lives for the entire
lifecycle of the Activity. If only two Fragments in a small
Navigation Graph need it, its scope might be too broad.
Can lead to over-sharing of data, making it harder to
manage.
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Navigation Graph Scope:
Usage: When using the Navigation Component, you
can associate a ViewModel with a NavGraph (or a
NavBackStackEntry for a specific destination).

Advantages: Limits the ViewModel's scope precisely to
the lifetime of a Navigation Graph. When you navigate
out of the Navigation Graph, the ViewModel is
destroyed. This is more appropriate for modular features
or specific user flows.
Disadvantages: Slightly more complex than
activityViewModels(). Requires using the Navigation
Component.



Using Events (for one-time events):
Concept: When you need to send a one-time event
(like showing a Toast, navigating to another screen,
or displaying a Snackbar) from a ViewModel to a
View or between ViewModels, an event that should
not be re-delivered upon configuration changes (e.g.,
screen rotation).
SingleLiveEvent (Older Pattern):

This is a pattern that wraps LiveData to ensure
each event is consumed only once. It's essentially
a MutableLiveData that uses a mPending flag to
ensure onChanged is invoked only once.
Example:
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Disadvantages: It's a pattern, not an official Jetpack
component. It might still have issues in complex scenarios
(multi-observer or specific rotations).
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SharedFlow (Modern and Recommended Approach
with Coroutines):

SharedFlow from Kotlin Coroutines and Flow
(kotlinx.coroutines.flow) is generally a better
replacement for SingleLiveEvent for event
management. It can have multiple subscribers and
manages buffer behavior with replay and
extraBufferCapacity.
Usage for one-time events (Best Practice):
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Advantages: Very powerful and more flexible than
LiveData. Suitable for Coroutine-based architecture.
Can be configured for one-time events using replay =
0 and extraBufferCapacity = 1.
Disadvantages: Slightly higher learning curve than
LiveData, requires understanding Coroutines and
Flow.

Conclusion:
For sharing persistent UI data that needs to survive
configuration changes, use a Shared ViewModel with an
appropriate scope (Activity or Navigation Graph).
For sending one-time events that should not be re-
delivered after consumption, use SharedFlow with replay
= 0 and extraBufferCapacity = 1. SingleLiveEvent is an
older pattern, and SharedFlow is the modern and
recommended approach.



Implement complex Room database relationships (like
One-to-Many, Many-to-Many) and Migrations. Provide an
example of a Relation and how to define it in Room. Explain
the importance of Migration and how to implement it.

1. Complex Room Database Relationships: 
Room directly supports Foreign Keys (defined in @Entity
with foreignKeys), but for directly returning related objects
in a query, it uses the @Relation annotation.

One-to-Many (Example: One user can have multiple
addresses):

Entity User:
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Entity Address:
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Defining the Relation (Wrapper Object): 
You define a new class to hold the User and their list of
addresses:



DAO Query:
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Many-to-Many (Example: A student can take many courses,
and a course can have many students):

For this type of relationship, you need an intermediate table
(Junction Table) that holds two Foreign Keys to both primary
Entities.
Entities: Student, Course
Junction Entity StudentCourseCrossRef:

Defining the Relation (Wrapper Objects):
Student with Courses:



Course with Students: (Similarly for the inverse)
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Architect-Level Note: Room only supports one
level of nesting in @Relation. For deeper
relationships, you might need to combine
multiple DAO queries and implement the JOIN
logic in your Repository or ViewModel layer.

DAO Queries:



2. Migrations:

Importance of Migration:
Preserve User Data: The most crucial reason. When
the database schema (tables, columns, relations)
changes in a new app version, without a Migration,
the user's old database is dropped and recreated,
leading to the loss of all existing data. Migration is a
way to update the database schema without losing
data.
Support for Older Versions: Ensures that users with
older app versions can seamlessly update to the new
version.
Application Stability: Prevents crashes caused by the
app trying to access non-existent columns/tables in
an older database.

How to Implement Migration: 
Migration in Room is done by defining Migration classes that
extend androidx.room.migration.Migration. In each Migration
class, you must write the necessary SQL commands to apply
the changes between two specific database versions.
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Migration Example 
(From version 1 to 2: Adding a new column):
Suppose the User Entity in version 1 only had id, firstName,
lastName, and in version 2, we want to add email.



Important Migration Notes:
ATOMICITY: Each Migration must be atomic. Meaning, it
either completes entirely or none of it is applied. Room
guarantees this to some extent.
Testing Migrations: Testing Migrations is crucial. You
must write a Unit test for each Migration to ensure it
executes correctly and preserves data. (Explained
below)
Migration Paths: You need to define Migrations for every
possible path from older to newer versions (e.g., from 1
to 2, from 2 to 3, and from 1 to 3 if a direct update is
possible).
Destructive Migration: If no Migration is defined for a
specific path, Room will, by default, delete and recreate
the database, leading to data loss. To enable this in the
absence of a Migration, use
.fallbackToDestructiveMigration() in databaseBuilder
(never enable this in Production for apps with user data).
Handling Data Loss: In some cases, schema changes
may inevitably lead to data loss (e.g., deleting a column).
In such scenarios, you should inform the user or provide
a backup/restore mechanism for data.
Complex Migrations: For more complex changes (e.g.,
splitting one table into two, or combining two tables),
you might need multiple SQL commands, copying/
moving data, and then deleting old tables.

Esmaeeil Moradi
@esmaeeil-moradi700



How do you test ViewModels and Room Databases?
Explain the use of InstantTaskExecutorRule for LiveData
and testing Room in an in-memory database.

1. Testing ViewModels:
ViewModels contain business logic and should be tested
independently of the UI (Unit Tests).

LiveData Issue: LiveData internally uses Android's main
Looper to dispatch updates. In typical JUnit tests, this
Looper isn't available, causing LiveData to not update
and tests to fail or not execute correctly.
Solution: InstantTaskExecutorRule:

This Rule sets an InstantTaskExecutor as the main
ArchTaskExecutor. This makes all LiveData
operations run synchronously and without needing
the Main Thread.
Usage:
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For Coroutines/Flow in ViewModel:
To test ViewModels that use Coroutines and Flow (e.g.,
within viewModelScope or flow.collectAsState()), you need a
TestDispatcher (like UnconfinedTestDispatcher or
StandardTestDispatcher) to control Coroutine execution in
tests.
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2. Testing Room Database:
Room Database testing is usually done as Unit Tests (in a
JVM environment) to be fast and reliable.

Using an In-Memory Database:
Concept: Instead of using a real database file on disk,
you create an SQLite database in memory (RAM).
This is very fast for tests and is completely wiped
clean after each test, preventing test pollution.
Usage:
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Senior Level Questions



Design a complex data layer using Room that includes Multiple
Databases and Custom Type Converters. Provide a scenario
that requires multiple databases and explain how they
communicate at an architectural level. Provide an example of a
TypeConverter for storing complex data types (like List)

1. Scenario Requiring Multiple Databases and Architectural
Communication:
Scenario: A large Enterprise Android application with several
independent modules, such as a Social Media platform with
capabilities for:

Core/User Module: Managing user profiles, settings,
authentication.
Feeds/Posts Module: Managing posts, comments, likes.
Messaging Module: Managing chats and messages.
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Why Multiple Databases?

Separation of Concerns: Each module is responsible for
its own data. This makes modules more independent and
less coupled.

Scalability: Smaller, specialized databases can be more
easily managed and optimized in the future.

Independent Migration Management: Schema changes in
one module only affect its database, eliminating the need
to migrate the entire monolithic app database.

Security (AOSP Insight): In the Android OS, each
application runs in a separate Sandbox. For sensitive
data, separate databases can sometimes be created
with different access levels (though Room, by default,
resides in the app's Private Storage). In AOSP (Android
Open Source Project) projects or root-level systems, this
separation can also be reflected physically in storage
paths.
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How They Communicate at an Architectural Level:
Architecturally, different databases should not directly
access each other (unless in specific, controlled
scenarios adhering to SOLID principles). Communication
should occur through the Repository Layer or the
Domain Layer.

Domain Layer: Contains Use Cases or Interactors that
encapsulate business logic. Use Cases can depend on
multiple Repositories (each interacting with a database)
to perform a complex operation.

Repository Layer: Each Repository is responsible for
interacting with a single data source (database, network
API, file) for a specific type of Entity. In this scenario, you
might have different Repositories, each accessing the
DAOs of its corresponding module's database.
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If UserProfileUseCase in the Domain Layer needs data from
AppDatabase_User and also the user's latest post
information from AppDatabase_Feed, this UseCase will
depend on UserRepository and PostRepository. These
Repositories will fetch data from their respective databases.

Architectural Example:
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2. Example of a TypeConverter for Storing Complex Data
Types:

Room only supports primitive types (Int, String, Long, etc.).
To store complex types (like List<String>, Map<String,
String>, or a Custom Object), you must use
@TypeConverter. TypeConverters tell Room how to convert
a complex type into a simple type (that Room can store, e.g.,
String) and vice versa.

Scenario: Storing List<String> (e.g., tags of a post) or a
Custom Object (like Address within a Profile Entity).

TypeConverter Example for List<String> and Custom Object
(using Gson or kotlinx.serialization):
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Architect-Level Note:

Performance: Extensive use of TypeConverters
(especially for large objects) can increase the
serialization/deserialization overhead when reading/
writing from the database. For large, frequently
accessed data, it's sometimes better to normalize the
structure in the database and use @Relation.

Schema Evolution: Changes in the structure of a Custom
Object stored as a String (JSON) will require a more
complex Migration, as Room is unaware of changes
within the JSON and you'll need to manually parse and
migrate the data.
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Implement a ViewModel Factory for Dependency Injection
in a Modular Architecture. Why do we need a ViewModel
Factory and how does it integrate with Dagger/Hilt or
Koin? Provide an example of a custom ViewModel Factory.
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1. Why Do We Need a ViewModel Factory?

ViewModelFactory is a solution for injecting
dependencies into ViewModels. By default, ViewModels
are instantiated by ViewModelProvider without any
parameters (MyViewModel()). However, in a clean and
modular architecture, ViewModels often require
dependencies like Use Cases, Repositories, or
Dispatchers (for Coroutines).

No Direct Access to this (ViewModel): ViewModels
cannot directly access Context or Activity/Fragment
references, as this leads to memory leaks and prevents
them from being Unit Testable. Dependencies must be
injected into them from the outside.

Lifecycle Management by ViewModelProvider:
ViewModelProvider is responsible for creating and
managing the ViewModel's lifecycle. If we manually
create our ViewModel with MyViewModel(myRepo),
ViewModelProvider can no longer preserve it across
configuration changes. A ViewModel Factory solves this
by telling ViewModelProvider how to create the
ViewModel with its dependencies.
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2. How Does It Integrate with Dagger/Hilt or Koin?
Dagger/Hilt:
Hilt is a layer on top of Dagger that simplifies DI
integration with Android components. Hilt inherently
supports ViewModel Factories.
You simply annotate your ViewModel with
@HiltViewModel and specify its dependencies with
@Inject in its constructor. Hilt handles the rest
(generating the Factory and injecting it into
ViewModelProvider).
Example with Hilt:
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Koin:
Koin also provides a simple DSL for defining Modules
and injecting dependencies. You can declare
ViewModels within Koin Modules, and Koin automatically
manages their Factories.
Example with Koin:

For Manual DI (without Dagger/Hilt/Koin) or in a Modular
Architecture where each module has its own DI: You need to
write a custom ViewModel Factory.
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3. Example of a Custom ViewModel Factory:
Suppose UserRepository is a dependency that
MyViewModel needs.
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Architect-Level Note in Modularity: 

In a large modular project, each module can have its own
ViewModel Factory. These Factories can provide internal
module dependencies. If a ViewModel needs a dependency
from another module, that dependency should be injected
into it via the ApplicationComponent (in Dagger/Hilt) or a
Shared Module (in Koin) so that the Factory can receive it.
This helps maintain the independence of modules.
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How do you optimize Room Database performance for
Large Datasets? Discuss strategies like Pagination,
Indexing, Partial Updates, and using Transactions. The
impact of LiveData and Flow on Room performance in
these scenarios.



Optimizing Room performance for large datasets (e.g.,
hundreds of thousands or millions of records) is crucial.
1-Pagination:

Concept: Instead of loading all data from the
database at once, you load only a small portion (a
page) of the data at a time. This significantly reduces
memory consumption and keeps the UI responsive.
Implementation in Room: Room fully integrates with
the Jetpack Paging Library. You define a
DataSource.Factory in your DAO:
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Advantages: Reduced memory consumption, smoother
UI, improved initial load times.
Considerations: Paging implementation adds complexity
and requires managing loading states and network/
database errors.



2-Indexing:
Concept: Creating indexes on columns that are
frequently used in queries (WHERE clauses), JOINs, or
ORDER BY clauses. Indexes make search and sort
operations significantly faster because the database
doesn't have to scan the entire table.
Implementation in Room:
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Advantages: Increased speed of SELECT queries.
Disadvantages:

Disk Space: Indexes consume additional disk space.
INSERT/UPDATE/DELETE Performance: INSERT,
UPDATE, and DELETE operations on tables with
many indexes become slightly slower because the
database has to update the indexes as well.
Number of Indexes: You shouldn't put an index on
every column. Only on columns that genuinely help
improve queries.



3-Partial Updates:
Concept: Instead of updating all columns of an Entity in
an UPDATE operation, you only update the columns that
have actually changed.
Implementation in Room: Using @Query with a custom
UPDATE SQL statement, you can target specific
columns.

Esmaeeil Moradi
@esmaeeil-moradi700

Advantages: Reduced database workload (only
necessary columns are locked and modified), improved
performance in scenarios where only a small part of the
data changes.
Disadvantages: Requires defining more DAO methods for
each type of partial update.



4-Transactions:
Concept: Executes a group of database operations as an
atomic unit. If any of the operations fail, the entire
transaction is rolled back, and no changes are applied.
Implementation in Room: With the @Transaction
annotation on DAO methods.

Esmaeeil Moradi
@esmaeeil-moradi700

Advantages:
Data Integrity: Ensures that data doesn't become
inconsistent even if an error occurs in the middle of
multiple operations.
Performance: For a large set of INSERT/UPDATE/
DELETE operations, executing them within a single
transaction is significantly faster than executing each
operation individually. This is due to less overhead
for committing changes to disk.



Impact of LiveData and Flow on Room Performance in
Large Dataset Scenarios:
LiveData/Flow (for reading data):

These mechanisms are designed to notify the UI of
changes in the database and automatically push
updates to Observers/Collectors.
Potential Issue: If a LiveData/Flow query returns a
huge amount of data (even if only a small record
changed), this can lead to deserialization overhead
(cost of converting from Cursor to Kotlin object) and
memory spikes, especially if a list of 10,000 items is
re-deserialized when just one item changes.
Solutions:

Use Pagination: The best solution to prevent
loading too much data into the UI.
Precise Queries: Only query the data you truly
need.
Optimized Queries: Ensure queries are indexed
and efficient.
Flow and distinctUntilChanged() / debounce():
With Flow, you can use operators like
distinctUntilChanged() (to prevent emission of
identical values) and debounce() (to delay
emission and reduce the frequency of updates) to
optimize UI performance in response to database
changes. LiveData does not have these operators
internally and requires custom Transformers.
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For Write Operations (INSERT/UPDATE/DELETE):
LiveData and Flow do not directly impact the
performance of write operations, as they are only for
observing changes. Write performance is more
dependent on transaction and indexing strategies.
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Architect Level Questions



Design a Distributed Data Synchronization System using Room
and Remote APIs. This design should include strategies for
conflict resolution, offline-first, eventual consistency, and
background synchronization (e.g., with WorkManager). How
can you ensure data remains synchronized across different
devices and the server?

Designing a distributed data synchronization system is a
complex architectural challenge that demands careful data
management, performance, and integrity.
Proposed Architecture:
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1. Offline-First Principle:
Concept: The application primarily relies on local data
(Room Database) and doesn't require an internet
connection for its core functionality.
Implementation:

All data required for the UI is read from the Room
Database.
User write operations are first saved to Room.
The "Source of Truth" for each data type will be the
Room Database.
Benefit: Smooth user experience, usability in offline
conditions, reduced server load (due to caching).

2. Change Tracking:
To synchronize, we need to know which data has
changed on the device or server.
Methods:

Timestamp/Version Fields: Add columns like
lastModifiedTimestamp or version to each Entity.
Every time a record changes, this timestamp/version
is updated.
Sync Status: Add a sync_status column (e.g.,
PENDING, SYNCED, DELETED) to each Entity.
Change Log Table: A separate table in Room to
record all changes (Insert, Update, Delete) with a
timestamp, change type, and ID of the changed
record. This method provides more power for
complex Conflict Resolution.
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3. Background Synchronization (with WorkManager):
Concept: Synchronization operations must be performed
in the background, persistently (even if the app is closed
or the device restarts), and while optimizing battery
consumption.
Implementation:

Use WorkManager to schedule
OneTimeWorkRequest or PeriodicWorkRequest for
synchronization.
Constraints: You can define constraints like
NetworkType.CONNECTED (requires internet) and
BatteryNotLow.
Worker Class: Create a Worker that contains the
synchronization logic:

Read PENDING changes from Room (using
Change Tracking).
Send changes to the Remote API.
Receive updates from the Remote API (with a
timestamp or version newer than the last local
sync).
Apply updates to Room.
Update sync_status to SYNCED.

Strategies for scheduling:
Immediate Sync: After every significant local
change (e.g., a new post), enqueue a
OneTimeWorkRequest (with
ExistingWorkPolicy.REPLACE or KEEP).
Periodic Sync: For periodic synchronization, use
PeriodicWorkRequest.
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4. Eventual Consistency:
Concept: Guarantees that all copies of data (across
different devices and the server) will eventually
converge to a single state, but not necessarily
immediately. Achieving strong (immediate) consistency
in a distributed environment is very difficult and costly.
Implementation:

Reliance on Change Tracking and Background Sync.
Using Timestamps or Version numbers to determine
the newer version of data.
Most important part: Conflict Resolution.
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5. Conflict Resolution: A conflict occurs when a record is
independently modified in two locations (two devices or
device and server). This is the most critical and complex
part of the synchronization system.

Strategies:
Last Write Wins (LWW): The simplest approach. The
record with the newer lastModifiedTimestamp wins,
and the other is ignored. (Often used for non-
sensitive data).
Client Wins / Server Wins: Deciding which side (Client
or Server) always wins.
Merge Conflict: Attempting to combine changes. This
is the most complex method and requires specific
business logic to detect and combine changes (e.g.,
for text documents).
User Intervention: Prompting the user to resolve the
conflict (e.g., by showing both versions and asking
them to choose). This is not ideal for user
experience.
Versioning/Vector Clocks: For more complex
systems, using Version numbers or Vector Clocks to
track the lineage of changes and resolve more
intricate conflicts.
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Implementation in Sync Logic:



How to ensure data remains synchronized across
different devices and the server?

Test-Driven Development (TDD) for Sync Logic: Writing
comprehensive tests (Unit and Integration) for all
synchronization scenarios, especially Conflict Resolution.
Robust Error Handling & Retries: Strong Retry
mechanisms in WorkManager and the network layer to
handle transient errors.
Monitoring & Logging: Detailed logging of the
synchronization process in Production to identify issues.
Unique Identifiers: Using GUIDs (Global Unique
Identifiers) for all records in Room and on the server to
prevent ID clashes.
Atomic Operations: Ensuring atomicity of operations in
the database (with transactions) and in the Remote API.
Server-Side Validation: The server must rigorously
enforce business rules and also handle conflicts on its
side.
Version History / Auditing: On the server-side,
maintaining a history of changes for each record can
help in resolving conflicts and tracking issues.
Network Reachability Checks: Using
ConnectivityManager to check network status before
attempting synchronization.
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This is a complex system, and depending on data sensitivity
and business needs, it can range from very simple (just
LWW) to extremely complex (with Vector Clocks and Merge
Algorithms).
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Design a ViewModel management system for a Large-Scale
Modular Application. How to manage different ViewModel
Scopes (Activity, Fragment, Navigation Graph, Custom Scope)
in a multi-module project. Strategies for ViewModel reuse and
ViewModel cleanup to prevent memory leaks in complex
applications.

In a large modular application, ViewModel management
becomes more complex because modules need to be
independent but sometimes require state sharing.
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1. ViewModel Management System in Modular
Architecture:

Goal: Provide ViewModels independently within each
module, but with the ability to inject inter-module
dependencies and manage different scopes.
Recommended Tool: Hilt (with Dagger) or Koin due to
their strong support for modularity and integration with
ViewModels.

Design with Hilt (Recommended):
Each Feature Module a Separate Hilt Module:
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Each :feature module can have its own Hilt Module that
provides ViewModels and internal dependencies for that
module.
core modules provide core dependencies (like
UserRepository in :core:data or LoginUseCase in
:core:domain) that can be injected into any Feature
module.



Fragment-scoped ViewModels:
With @HiltViewModel and by viewModels() in the
Fragment. Hilt ties the ViewModel to the
FragmentComponent and retains it throughout the
Fragment's lifecycle. This is independent of the
Activity.

Esmaeeil Moradi
@esmaeeil-moradi700

Managing Scopes with Hilt:
Activity-scoped ViewModels:

With @HiltViewModel and by viewModels() in the
Activity. Hilt ties the ViewModel to the
ActivityRetainedComponent and retains it throughout
the Activity's lifecycle.
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Navigation Graph-scoped ViewModels (for sharing
between Fragments in a Nav Graph):

With @HiltViewModel and by
navGraphViewModels(R.id.my_nav_graph) in the
Fragment.
Hilt ties the ViewModel to the ViewModelComponent
specific to the NavGraph. The ViewModel lives as
long as you are within that NavGraph.

Custom Scopes:
In more advanced cases, you can define Custom Hilt
Components (e.g., for a specific flow of screens with
a distinct lifecycle). This is more complex and
requires defining custom Component and Scope
annotations.
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2. Strategies for ViewModel reuse and ViewModel cleanup
to prevent memory leaks in complex applications:

ViewModel Reuse (Sharing):
Shared ViewModel (Activity/NavGraph Scoped): As
discussed at the Mid-Level, for sharing data and
state between different Fragments that need to
interact. This prevents re-fetching data and
preserves state.
Use Cases/Repositories: ViewModels themselves are
not reused; rather, their dependencies (Use Cases,
Repositories) are injected as Singletons or Scoped to
a higher-level Component and are reused. This
ensures ViewModels remain lightweight.
State Hoisting in Jetpack Compose: In Compose,
state is lifted (State Hoisting) to higher layers
(typically ViewModel), allowing the ViewModel to
preserve and reuse state, while Composables remain
stateless and reusable.
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ViewModel Cleanup (Preventing Memory Leaks):
ViewModels are by default retained by ViewModelStore
until their scope (Activity/Fragment/NavGraph) is
completely destroyed (i.e., onDestroy()/onCleared() is
finally called). However, issues that can lead to Memory
Leaks include:

Direct ViewModel reference to a View (Activity/
Fragment) or Context: This is the biggest NO-NO. A
ViewModel should never hold a direct reference to a
View. All communication must be through LiveData,
Flow, or safe Callbacks (which are lifecycle-aware or
detached upon task completion).

Solution: If you need Context, use
AndroidViewModel (which accepts Application
Context as a dependency), but only for
operations requiring a stable Application Context,
not Activity Context.
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Coroutine Jobs/Flow Collectors in ViewModel that
are not properly cancelled:

If Coroutine Jobs or Flow Collectors are launched
within a ViewModel and are not tied to
viewModelScope, or if viewModelScope is not
properly cancelled, they can continue running and
leak resources.
Solution: Always launch Coroutines with
viewModelScope.launch { ... } or
viewModelScope.async { ... }. The
viewModelScope is automatically cancelled in the
ViewModel's onCleared() method. For Flows, use
collect(lifecycleOwner.lifecycleScope) or
collectAsState() in Compose.

LiveData Observers not properly
removeObserverd:

If you use observeForever() (which is
recommended in specific cases), you must
manually call removeObserver() in the
ViewModel's onCleared(). For
observe(lifecycleOwner, observer), this is
automatically managed by LiveData.



Custom Listeners or Callbacks:
If a ViewModel holds a reference to a Listener or
Callback from an external system (like sensors,
system services), ensure these Listeners are
unregistered in the ViewModel's onCleared().

Long-running operations:
Long-running network or database operations should
be managed by Coroutines and tied to the
viewModelScope to be cancellable if needed. If a
long-running task is started in the background and
the ViewModel is destroyed, but the task still holds a
reference to the ViewModel, a memory leak will
occur.
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Architect-Level Insight:

Modularization Impact: In a multi-module app, ensuring
proper ViewModel cleanup is even more critical, as each
module might have its own dependencies and resources.
A good DI architecture (like Hilt) simplifies this process
by automatically managing scopes and cleanup within
onCleared().

AOSP Perspective: In AOSP, lifecycle management of
components and prevention of Memory Leaks are of
paramount importance because system resources are
limited. The concepts of ViewModel and LiveData
directly stem from the need for this kind of lifecycle
management in Android. AOSP developers always focus
on efficiency and optimal resource consumption.

Observability: In large projects, having monitoring tools
like LeakCanary (for identifying Memory Leaks) and
profiling tools (like Android Studio Profiler) is crucial to
ensure the app's memory health.



Create a database Migration strategy for complex schema
changes in a Production environment. Explore scenarios
of Non-destructive migration, destructive migration with
data loss, and schema changes with data transformation.
How can you ensure Data Integrity during the Migration
process and manage failure scenarios? Discuss tools like
Room.databaseBuilder(...).addMigrations(...) and
RoomDatabase.Callback.

Managing database Migrations in a Production environment
is one of the most challenging aspects of Android app
development, especially for user data that must not be lost.
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1. Scenarios and Strategies:

Non-destructive Migration (No Data Loss):
Most Common Scenario: Adding new columns, adding
new tables, renaming columns/tables (if data is moved).
Goal: Preserve all existing user data.
Example: Adding a lastLogin column to the User table
with a default value.

Implementation:
ALTER TABLE ADD COLUMN (for new column).
CREATE TABLE (for new table).
ALTER TABLE RENAME TO followed by CREATE
TABLE with the new name and data copying (for
renaming tables/columns).
AOSP Insight Example: In AOSP, system database
updates (like the Contacts or SMS database) are
strictly Non-destructive, as user data loss is
unacceptable. They use precise SQLite mechanisms
for ALTER TABLE.
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Destructive Migration with Data Loss:
Scenario: Deleting columns or tables that are no
longer needed and whose data is not critical. This
should be done rarely and only for non-sensitive
data.
Goal: Simplify the Schema with conscious data loss.
Implementation in Room:

Fallback: If no Migration is defined for a specific
migration path (.addMigrations(...)), Room will, by
default, throw an IllegalStateException and the
app will crash. To prevent this and accept data
loss (if no Migration exists), you can use
fallbackToDestructiveMigration() in
databaseBuilder.
Architect-Level Note: You should NEVER use
fallbackToDestructiveMigration() for databases
containing critical user data in Production! This is
only acceptable for cache or temporary
databases.
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Schema Changes with Data Transformation:

Scenario: Changing a column's data type, splitting
one column into two, combining two columns into
one, normalizing/denormalizing data.
Goal: Transform existing data to fit the new database
schema.
Example: Converting a fullName column into two
columns: firstName and lastName.

Implementation:
i.Create new columns (e.g., firstName, lastName).
ii.Copy and transform data from the old column

(fullName) to the new columns.
iii.Delete the old column (fullName).
iv.(Optional) If the table name changes, use ALTER

TABLE RENAME TO.
v.SQL Example in Migration:
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Architect-Level Note: These types of Migrations require
extremely thorough testing.
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2. Ensuring Data Integrity During Migration and Managing
Failure Scenarios:

Comprehensive Migration Tests (Highly Critical):
For every migration path (e.g., 1 to 2, 2 to 3, and
even 1 to 3), write a separate Unit test
(Instrumentation Test).
Use MigrationTestHelper (as mentioned earlier).
Test Scenario:

i.Create the database in the source version.
ii. Insert sample data into the source schema.
iii.Close the database.
iv.Apply the Migration using

helper.runMigrationsAndValidate().
v.Open the database and verify the correctness of

the new schema (existence of new columns/
tables) and preservation of old data using queries
or DAOs.

Checkpoints/Rollback (for Failure Scenarios):
Room internally executes Migration within a
Transaction. If the Migration fails (e.g., due to an
invalid SQL statement), the entire transaction is
rolled back, and the database reverts to its previous
state. This is an inherent mechanism for integrity.
However, if a Migration fails in Production (e.g., due
to unexpected user data), the app will crash.
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Crash Reporting:
Ensure crash reporting tools (like Firebase
Crashlytics) are active so you can immediately be
informed of Migration issues in Production.
Backward/Forward Compatibility Support:
Sometimes you might need to support both old and
new schemas for a period (during a transitional
phase). This significantly increases complexity and is
usually managed by logic in the Repository layer that
executes different queries depending on the user's
database version.

Backup & Restore (as a Last Resort):
For highly sensitive data, providing the ability for
users to back up their database before Migration and
restore it in case of Migration failure can be a last-
resort solution for data recovery.
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3. Tools like Room.databaseBuilder(...).addMigrations(...)
and RoomDatabase.Callback:

Room.databaseBuilder(...).addMigrations(...):
This method is used when building the Room
database and allows you to introduce one or more
Migration objects to the database.
Room automatically detects whether the user's
database needs to be migrated and then applies the
appropriate Migrations in order.
Example:

Architect-Level Note: The order of addMigrations does not
matter; Room automatically determines the correct order
based on the startVersion and endVersion of each
Migration.
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RoomDatabase.Callback:
This is a Callback class that has methods for
receiving events related to database creation,
opening, and destruction in Room.
onCreate(db: SupportSQLiteDatabase): Called when
the database is created for the first time (version 1).
You can use this method to pre-populate the
database with initial data.
onOpen(db: SupportSQLiteDatabase): Called every
time the database is opened (after creation or
Migration). You can use this method for maintenance
tasks or logging.
onDestructiveMigration(db: SupportSQLiteDatabase):
(API 28+ only) Called if
fallbackToDestructiveMigration() is active and a
destructive migration occurs.
Usage:



Esmaeeil Moradi
@esmaeeil-moradi700

Architect-Level Note: RoomDatabase.Callback is not
used for complex Migrations themselves but is useful for
tasks related to database lifecycle (like initial population)
or monitoring. For Migrations, the Migration class is the
primary tool.
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✨These comprehensive
answers aim to equip you with

the knowledge required for
Architect-level and Senior-

level interviews, and to make
informed architectural

decisions in your real-world
projects.Good luck. ✨


