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In today's fast-paced world of mobile application development,
where users expect speed, reliability, and a seamless experience,
designing and implementing a robust Data Layer Architecture is of
paramount importance. The data layer serves as the backbone of
every modern application; it's where all operations related to
accessing, managing, storing, and retrieving data — whether from
remote sources (like APIs) or local sources (like databases or
caches) — are meticulously organized.

A properly designed data layer not only significantly enhances
your application's performance but also ensures its
maintainability, testability, and scalability. In this section of the
#30DaysOfAndroid challenge, we delve into this pivotal topic,
striving to provide a deep and practical understanding of how to
build a powerful data layer for Android applications.
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This article represents Part 1 of the comprehensive Data Layer
Architecture discussion. In this section, we will focus on
fundamental concepts and common questions at the Junior and
Mid-Level. We will progress step-by-step, from exploring the
Repository Pattern (which is key to abstraction and separation of
concerns) to understanding the importance of Caching strategies
(which ensure a smooth user experience and support offline
functionality). A thorough grasp of these foundational topics will
prepare you to tackle the complexities and challenges of data
architecture at the Senior and Architect levels, which will be
explored in the second part of this discussion.

Our goal is to equip you with the necessary tools and knowledge
to design and implement an efficient data layer; one that makes
your application resilient to future challenges and enables its
growth and evolution.

Join us as we dive deeper into the world of data management in
Android!

Esmaeeil Moradi
@esmaeeil-moradi/700




Junior Level Questions
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What is the Repository Pattern? Why is it useful? ’

The Repository Pattern is a design pattern widely used in
software development, particularly in Android, to abstract
the way data is accessed and stored. It acts as an
intermediary layer between the data sources (like a network
API, a local database, or an in-memory cache) and the rest
of the application's business logic (e.g., ViewModel or Use
Cases).

Definition:

A Repository is a class that isolates the business logic from
the underlying data sources. It provides a clean API for the
rest of the application to interact with data, without needing
to know where the data comes from or how it's stored. The
Repository is responsible for fetching, storing, and managing
data, deciding whether to get it from a local cache, a
database, or a remote server.
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lllustration (Conceptual):
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Why is it Useful? (Core Benefits):
—
1.Separation of Concerns:

e Benefit: The Repository separates the data retrieval and
storage logic from the Ul and business logic. The
ViewModel (or Use Case) doesn't care if data is fetched
from the network, a local database, or a cache. It just
asks the Repository for the data it needs.

e Result: This makes code cleaner, easier to understand,
and more manageable as the application grows.

2.Testability:

e Benefit: Because the Repository abstracts data sources,
you can easily "mock" or "fake" the Repository in your
ViewModel or Use Case tests. Instead of needing a live
network connection or a real database, your tests can
provide dummy data.

e Result: This leads to faster, more reliable, and
independent unit tests.

3.Flexibility and Maintainability:

e Benefit: If you decide to change your data source (e.g.,
switch from one API to another, or change your local
database solution), you only need to modify the
Repository and its underlying data sources. The rest of
the application (Ul, ViewModels) remains unaffected.

e Result: This significantly reduces the effort required for
future changes and ensures long-term maintainability. It
also allows developers to work on different data source
imple tations concurrently.
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4.Centralized Data Management:

e Benefit: The Repository becomes the single source of
truth for a specific type of data. All data operations for,
say, User data, go through the UserRepository. This
prevents inconsistencies and ensures a unified approach
to data handling.

e Result: Simplifies data consistency management and
complex caching strategies.

5.0ffline Support Simplification:

e Benefit: The Repository is the ideal place to implement
caching and offline-first logic. It can decide to serve
cached data immediately if available, and then fetch
fresh data from the network in the background.

e Result: Enhances user experience by providing content
even without an internet connection.

In essence, the Repository Pattern is a cornerstone of
modern Android architecture, leading to more robust,
testable, and maintainable applications.
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What is data caching? Why is it important in mobile apps?

Definition: Data caching is the process of storing frequently
accessed data in a temporary, high-speed storage location
(the "cache") so that future requests for that data can be
served more quickly than retrieving it from its primary,
slower source (like a remote server or a persistent
database).

Analogy: Think of a cache like your short-term memory or a
quick-access drawer. When you need something often, you
keep it close by rather than going to
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Why is it Important in Mobile Apps? (Core Benefits): '

e Improved Performance and Responsiveness:

o Benefit: Retrieving data from a local cache is
significantly faster than making a network request or
even querying a local database. This leads to a much
snappier and more responsive user interface.

o Relevance for Mobile Users: Mobile users expect
instant feedback. Long loading spinners or delays
due to network latency severely degrade the user
experience. Caching ensures that content appears
quickly, even if it's slightly stale.

o Offline Support:

o Benefit: Cached data allows the application to
function, at least partially, even when the device has
no internet connection or a very poor one. Users can
view previously loaded content or perform actions
that rely on cached data.

o Relevance for Mobile Users: Mobile connectivity can
be unreliable (e.g., in tunnels, basements, or areas
with poor coverage). Offline support is a critical
feature for a robust mobile application.
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e Reduced Network Calls and Data Usage:

o Benefit: By serving data from the cache, the app
makes fewer requests to the backend server. This
reduces server load and saves bandwidth for both
the user (who might be on a limited data plan) and
the app developer (by reducing hosting costs).

o Relevance for Mobile Users: Many users have
capped data plans. Apps that consume less data are
preferred.

e Reduced Battery Consumption:

o Benefit: Network operations are one of the most
significant consumers of battery power on mobile
devices. By reducing the number of network calls
through caching, the application can extend battery
life.

o Relevance for Mobile Users: Battery life is a constant
concern for mobile users.

e Smoother User Experience:

o Benefit: Caching can prevent "flickering" or blank
screens caused by delays in data loading. Data can
be pre-fetched and stored, allowing for seamless
transitions.

o Relevance for Mobile Users: A consistent and
uninterrupted experience is key to user satisfaction.
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In summary, data caching is a fundamental technique for
building high-performing, user-friendly, and efficient
mobile applications that adapt well to the inherent
challenges of mobile environments.
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Differentiate between in-memory and disk caching. |

Data caching in mobile apps primarily occurs in two main
forms: in-memory caching and disk caching. They differ in
where the data is stored, their speed, persistence, and
typical use cases.

1. In-Memory Caching:

e Definition: Data is stored directly in the application's
RAM (Random Access Memory).
e Characteristics:

o Speed: Extremely fast access (nhanoseconds to
microseconds). It's the fastest form of caching as it
avoids I/O operations (disk or network).

o Persistence: Non-persistent. Data is lost when the
application process is Killed, the device is restarted,
or the operating system reclaims memory.

o Capacity: Limited by the application's allocated
memory. Storing too much data can lead to
OutOfMemoryErrors (OOM) or performance
degradation.

o Data Type: Best suited for small, frequently
accessed, and short-lived data.
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e Typical Use Cases: I

o Ul Elements: Caching Ul bitmaps (e.g., downloaded
images for a list) to prevent reloading them when the
user scrolls.

o Recently Accessed Objects: Caching user profiles,
small lists of items, or configuration settings that are
frequently needed within a single app session.

o Calculated Results: Storing the results of expensive
computations that might be needed again shortly.

e Common Libraries/Implementations:

o LruCache (Least Recently Used Cache) from
Android's android.util package.

o Custom HashMap or similar data structures.
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2. Disk Caching:
—
e Definition: Data is stored persistently on the device's
internal storage (e.g., in a local database or flat files).
e Characteristics:

o Speed: Slower than in-memory caching but
significantly faster than network requests. Involves
disk I/O operations.

o Persistence: Persistent. Data remains available even
if the application is killed or the device is restarted.

o Capacity: Larger capacity, limited by the device's
available internal storage.

o Data Type: Suitable for larger datasets, less
frequently updated data, and data required for offline
functionality.

e Typical Use Cases:

o HTTP Responses: Caching raw network responses
(e.g., JSON data) for offline access or to reduce
subsequent network calls. OkHttp's built-in HTTP
cache is an example.

o Local Databases: Storing structured data (e.g., user
orofiles, articles, transaction history) in databases
ike Room for complex queries and offline-first

strategies.
o Large Files: Caching large assets like video files,
audio files, or large images.
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e Common Libraries/Implementations:
o Room Persistence Library (SQLite database
abstraction).
o OkHttp's built-in disk cache for HTTP responses.
o DataStore (for preference or typed data persistence).
o Saving to internal/external storage as raw files.

Comparison Summary:

Feature In-Memory Caching Disk Caching
Location RAM Internal Storage (Disk)
Speed Very Fast Fast (but slower than in-memory)

Persistent (data survives

Persistence Volatile (data lost on process kill)
restarts)
Capacity Limited (by RAM) Large (by device storage)
Use Case Temporary, frequently accessed Persistent, offline data, larger
data data
Feature In-Memory Caching Disk Caching
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In a robust data layer, both in-memory and disk caching
are often used in combination, forming a caching
hierarchy to maximize performance and provide
comprehensive offline support. For example, an app might
first check the in-memory cache, then the disk cache, and

finally fall back to the network.
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Mid-Level
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Explain how the Repository Pattern abstracts data sources ’

(network, local database, cache).

The Repository Pattern acts as a Single Source of Truth for a
particular domain entity (e.g., User, Product, Transaction). It
centralizes the logic for deciding where to get the data from
and how to combine or prioritize data from different
sources. This abstraction is key to decoupling the rest of
your application from data implementation details.
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Flow of Data Requests through the Repository '

(Conceptual Explanation):

Let's consider a scenario where your application needs to
display a list of Users. The UserRepository would be
responsible for providing this data. Here's how it typically
abstracts multiple data sources:

1.Request from the Business Logic
(e.g., ViewModel/UseCase):

e The ViewModel (or a UseCase) calls a method on the
UserRepository (e.g., userRepository.getUsers()). The
ViewModel has no knowledge of how getUsers() is
iImplemented; it just trusts the Repository to provide the
data.
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2.Repository's Decision Logic:

e Upon receiving the request, the UserRepository
implements a strategy to fetch the data. A common
strategy for mobile apps is "Cache-First, then Network/
Database":

o a. Check Cache (In-Memory First):
= The Repository first checks its fastest data
source, the in-memory cache.
= |f the data is found and is considered "fresh"
(e.g., not expired), the Repository immediately
returns this data to the ViewModel. This is the
quickest path.
o b. Check Local Database (Disk Cache):
= |[f the data is not in the in-memory cache, or if the
in-memory data is stale, the Repository then
gueries the local persistent database (e.g.,
Room).
= |[f data is found in the local database, it's
immediately returned. This ensures offline
support.
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e C. Fetch from Network: I

o If the data is neither in the in-memory cache nor the
local database (or if a "refresh" is explicitly
requested, or local data is critically stale), the
Repository then makes a network request to the
remote API.

o Upon a successful network response, the Repository
performs two crucial steps:

= |t saves the newly fetched data into the local
database for persistence and future offline
access.
= |t also updates the in-memory cache with this
fresh data.
= Finally, it returns the fresh data to the ViewModel.
e d. Error Handling:

o Throughout this process, the Repository handles
errors (e.g., network timeout, server error, database
error). It can implement retry logic, provide error
messages to the ViewModel, or fall back to older
data if a refresh fails.
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Conceptual Code Example (Simplified):

e UserNetworkDataSource 5
fun fetchUsers(): List<UserDto>

data

.email)
emall

is.name, emailAdd:

Esmaeeil Moradi
- @esmaeell-moradi700 23




r

fun getUsers(): Flow<List<User>> = flow -

L

val cachedInMemory = inMemoryCachel"users list"]
f (cachedInMemory != null) %

emit(cachedInMemory)

val cachedFromDb = localDataSource.getUsers() .map
f (cachedFromDb.isNotEmpty())

it.toDomain()
emit(cachedFromDb)

val networkUsersDto =

networkDataSource. fetchUsers()
al networkUsersDomain = networklUsersDto.mag

it.toDomain()

1 m T Py O oo,
LOCd L d LdoOUL CE

.deleteAllUse i
.ocalDataSource.saveUsers(networkUsersDomain.map .Lu[uiilyfj L)

bl e e £ S A
inMemoryCache["users list"] =

networkUsersDomain

emit(networkUsersDomain)
catch (e:

e: Exception) =

' = - T - - & - [, i = 1 3 4 i i1
it (cachedInMemory && cachedFromDb.isEmpty()) 2
throw e
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suspend fun getUserByld(id: String, forceRefresh: Boolean = false):

val userFromMemory = inMemoryCache["user $id"]?.firstOrNull ¢ it.id == 1id §
if (userFromMemory != null && !forceRefresh) 1

return userFromMemory

val userFromDb = localDataSource.getUsers().firstOrNull ¢ 1t.id == 1d $?.toDomain()
it (userFromDb != null && !forceRefresh)

return userFromDhb

tworkDataSource.fetchUsers().fix
val networkUserDomain = networklUserDto,toDomain()
rce.savelsers(listOf (networkUserDomain.toEntity()))
inMemoryCache["user $id"] = listOf(networkUserDomain)

return networkUserDomain

This conceptual example demonstrates how the
UserRepository orchestrates fetching data from multiple

sources, providing a unified and consistent interface to the
rest of the application.
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How do you implement a caching strategy for network-fetched
data using Room or DataStore?

Implementing a caching strategy for network-fetched data is
crucial for providing offline support and improving
performance. Room and DataStore are excellent Jetpack
libraries for persistent data storage on Android.

1. Using Room (for Structured, Complex Data):

Room is an ORM (Object Relational Mapper) that provides an
abstraction layer over SQLite. It's ideal for structured data
like lists of objects (users, products, transactions) that
require complex queries.

Implementation Steps:
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e Define your Room Entities:
Create Kotlin data classes annotated with @Entity to
represent your data in the local database.
These often mirror your domain models or slightly simplified
versions of your network DTOs.

import androidx.room.Entity

import androidx.room.PrimaryKey

@Entity(tableName = "users")
data class UserEntity (
@PrimaryKey val 1d: 5tring,
firstName: String,
val LastName: String,
val email: String,
val avatarUrl: String?,

LastFetchead: Long
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e Define your Data Access Objects (DAOs): '

Create an interface with methods annotated with @Dao to
perform database operations (insert, query, delete).

2 com.example.app.data.local.dao

import androidx.room.Dao
import androldx.room.Insert
import androidx.room.OnConflictStrategy
import androidx.room.Query
import androidx.room.Transaction
import com.example.app.data. local.model.UserEn
import kotlinx.coroutines.flow.Flow
(@lao
interface UserDao 5
@Query("SELECT * FROM users”)
fun getAllUsers(): Flow<lList<UserEntity>>

@Query("SELECT * FROM users WHERE id = :userld LIMIT 1*)
suspend fun getUserByld(userld: String): UserEntity?

@Insert(onConflict = OnConflictStrategy.REPLACE)

suspend fun insertAll(users: List<UserEntity>)

@Query("DELETE FROM users")

suspend fun deleteAllUsers()

@Transaction
suspend fun updateAllUsers(users: List<UserEntity>) 4
deleteAllUsers()

insertAll(users)
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e Create your Room Database: Define an abstract c
extending RoomDatabase.

Jackage com.example.app.data. local

™

import androidx.room.Da

tabase
import androidx.room.RoomDatabase
import com.example.app.data. local.dao.UserDao

import com.example.app.data.local.model.UserEntity
@Database(entities = [UserEntity:.class], version = 1, exportSchema = false)

abstract class AppDatabase : RoomDatabase() 2
abstract fun userDao(): UserDao
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e Integrate into Repository: The Repository orchestrates

fetching from the network, saving to Room, and then
emitting data from Room.

private val CACHE_TIMEOQUT_MILLIS -

fun getUsers{forceRefresh: Boolean = false}: FlowslList<User>> 4
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private suspend fun shouldFetchFromNetworkiforceRefresh: Boolean): Boolean 4
it (forceRefresh) return true

val LatestlUser go.detAllUsers().

return latestUser == null || (System.currentTimeMillis() LatestUser.lastFetched > CACHE_TIMEOUT_MILLIS)

1ty = networkResponse.body()!!.toEntity(System.currentTimeMillis())

{listOf(newlUserEntity))

led to create user: ${networkResponse.code()}")

Cache Invalidation:

e Timestamp-based: As shown with lastFetched, store a
timestamp. Invalidate if data is older than a defined
threshold.

e Explicit Invalidation: Provide a refresh() method in the

Repository that explicitly forces a network fetch and
database update.

e Event-based: Invalidate cache when a specific event

occurs (e.g., user logs out, data changes on another
device via push notification).
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2. Using DataStore (for Simple, Non-Relational Data):

Proto DataStore or Preferences DataStore are designed for
storing small, simple, or unstructured data like user
preferences, app configuration settings, or a single complex
object that doesn't fit well into a relational database. It's an
improvement over SharedPreferences.

Implementation Steps (for Proto DataStore):
e Define your Schema (Proto File): Create a .proto file to
define the schema of your data. This provides type
safety.

ption java_package

option java_multiple_files = true;

message UserPreferences 1
'_-'.-‘l'il'u;i userid = -
D '-.:"'."l j. sDarkModeEnabled = 2:

string lastSyncTimestamp = 3;
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e Create a Serializer: Implement Serializer<T> to define
how your data type is read from and written to disk.

override suspend fun readFromiinput: InputStream): UserPreferences 1

ks - e e Yl e o ek e T e e M 3=
return UserPreferences.parseFroml LApuUL )

Esmaeeil Moradi
@esmaeeil-moradi/700

33



e Create the DataStore Instance:

import android. conter
t androidx.datastore.dataStore

hilt.android. qu:

lass UserPreferencesDataSource @Inject constructor (

@ApplicationContext private val context:

currentPreferences

suspend fun enableDarkMode(enabled
context.userPrefterencesbDatastore currentPreferences

currentPrefterences. tobi :-_'_ ger " ::. .setlsDarkModeEnabled :'_.:_:!'|EI|_'I Led ) . |_I||j_ Ld ' ._:'
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e Integrate into Repository/Domain: You can inject '

UserPreferencesDataSource directly into your
Repository or Use Case for simpler data.

class AppSettingsRepository @inject constructor (

private val userPreferencesDataSource: UserPreferencesDataSource

ppSettings: Flow<UserPreferences:> userPreferencesDataSource.userP

spend fun setDarkMode({enabled: Boolean) <

userPreferencesDatasSource.anablelDarkModel(enabled)

e Cache Invalidation with DataStore: For simple data (like
a timestamp for a last sync), you can store it directly in
DataStore and check it for freshness before deciding to
make a network call.

Both Room and DataStore are powerful tools for caching,
each serving different purposes. Room is for complex,
structured, queryable data, while DataStore is for simple,
key-value pairs or typed objects.

Esmaeeil Moradi
@esmaeeil-moradi/700

35



—

Discuss the challenges of data consistency between different
data sources.

Data consistency refers to the idea that data remains
uniform and accurate across all its storage locations
(network, local database, in-memory cache). Maintaining
this consistency becomes a significant challenge when an
application uses multiple data sources. Inconsistencies can
lead to a poor user experience, incorrect information
display, or even critical data loss in financial applications.
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Common Consistency Issues:

1.Stale Data:

e Description: The most common issue. The local cache or
database holds an older version of data while the remote
server has a newer one.

e Scenario: User fetches data, it's cached locally. Another
user or system updates that data on the server. The first
user's app still shows the old, cached data.

e Impact: Misleading information, frustrated users
(especially in real-time sensitive apps).

2.Race Conditions:

e Description: Occurs when multiple operations (e.g., a
network request and a local database update) attempt to
access or modify the same data concurrently, and their
order of execution is not guaranteed, leading to an
incorrect final state.

e Scenario: User A updates a profile field locally.
Simultaneously, the app receives a push notification with
an older update for the same field from the server.
Depending on which operation finishes last, the data
might be inconsistent.

e Impact: Data corruption, unexpected behavior.
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3.Partial Updates: I

e Description: When a multi-step data operation fails
midway (e.g., network update succeeds but local
database update fails), resulting in data being updated in
one source but not another.

e Scenario: User performs an action that updates data
both on the server and locally. The network call
succeeds, but the app crashes before the local database
transaction commits.

e Impact: Data discrepancy between client and server,
requiring manual reconciliation.

3.Network Partitions:

e Description: When a device temporarily loses network
connectivity, operations initiated during offline periods
cannot reach the server, leading to discrepancies until
connectivity is restored.

e Scenario: User creates an "offline order." When
connectivity resumes, the app tries to sync the order,
but conflicts arise with server-side rules.
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Strategies to Mitigate Data Consistency Challenges:
—
1.Single Source of Truth (SSOT):

e Strategy: Designate one specific data source (often the
local database like Room) as the ultimate source of truth
for a particular piece of data on the client side.

e Implementation: The Ul observes data from this SSOT.
Any data coming from the network or other sources is
first written to the SSOT, and only then is the Ul
updated.

e Benefit: Prevents conflicting updates by channeling all
writes through a single point, simplifies data flow.

e Example: For Users, Room is the SSOT. ViewModel
observes Flow<List<UserEntity>> from Room. Network
fetches update Room, which then notifies ViewModel.

2.Timestamps and Versioning:

e Strategy: Include a last_updated_timestamp or
version_number field with every data record, managed
by the server. When syncing, compare these
timestamps/versions.

e Implementation: When fetching data, the client can send
its last_sync_timestamp for that data type. The server
can then send only newer data. For updates, use
optimistic locking (send old version number with update;
server fails if version doesn't match).

e Benefit: Helps detect and resolve stale data, especially in
conflict resolution.
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3.Cache Invalidation and Eviction Policies:

e Strategy: Implement clear rules for when cached data
should be considered stale and re-fetched from the
primary source.

e Implementation:

o Time-based (TTL): Data expires after a certain Time-
To-Live.

o Event-based: Invalidate cache when an external
event (e.g., a push notification indicating data
change) or a local write operation occurs.

o Least Recently Used (LRU): Evict oldest/least used
items when cache capacity is reached.

e Benefit: Ensures fresh data is eventually displayed,
balances performance with freshness.

4.Transaction Management:

e Strategy: When multiple interdependent data operations
occur (e.g., updating data in Room, then sending to
network), wrap them in a transaction.

e Implementation: Room supports @Transaction for atomic
database operations. For network operations, consider
using WorkManager for guaranteed execution with
retries.

e Benefit: Ensures atomicity; either all operations succeed,
or none do, preventing partial updates.

Esmaeeil Moradi
@esmaeeil-moradi700

40



5.0ffline Queuing and Conflict Resolution:

e Strategy: For offline operations, queue user-initiated
changes locally. When connectivity returns, attempt to
sync these changes. If conflicts arise, apply a predefined
conflict resolution strategy (e.g., "Last-Write-Wins" or
"Client-Wins").

e Implementation: Use WorkManager to schedule sync
jobs. The sync job includes logic for conflict detection
and resolution.

e Benefit: Enables robust offline-first functionality without
data loss.

6.Immutable Data Models:

e Strategy: Use immutable data classes (e.g., Kotlin data
classes) throughout your data layer.

e Benefit: Prevents accidental modification of data, making
it easier to reason about data flow and reducing sources
of inconsistency. Instead of modifying an object, you
create a new one with the updated values.

7.0bservables (Flow/LiveData):

e Strategy: Use reactive programming concepts (Kotlin
Flow or LiveData) to observe changes in the SSOT (e.g.,
Room database).

e Benefit: The Ul automatically reacts to data changes
without manual intervention, helping to keep the
displayed data consistent with the underlying SSOT.
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—>

Addressing data consistency requires careful
architectural design and a disciplined approach to data
flow. By implementing these strategies, developers can
build robust applications that deliver a reliable and
accurate user experience across various network
conditions.
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These comprehensive
answers aim to equip you with
the knowledge required for
Architect-level and Senior-
level interviews, and to make
informed architectural
decisions in your real-world

projects.Good luck.
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