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Day 14
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Data Layer Architecture 
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Hello everyone! I'm Esmaeeil Moradi, a Senior Android Architect
with over 10 years of hands-on experience in Android
development (including AOSP), Kotlin, and specialized expertise in
the Web3 domain.
Today marks "Day 14" of the exciting #30DaysOfAndroid
Challenge, and we're diving into the second and deepest part of
the critical topic: "Data Layer Architecture". While yesterday (Day
13 - Part 1) covered the foundations of this layer for Junior and
Mid-Level, today we will explore advanced complexities and
strategies for Senior and Architect-level developers.

In the real world, managing data in complex applications goes
beyond basic concepts. The need for offline capabilities, real-time
synchronization, resilience to schema changes, and maintaining
data integrity in challenging environments (especially in sensitive
domains like FinTech and Web3) demands deeper skills.
Our goal in this challenge is to provide answers that will not only
prepare you for high-level interviews but also equip you to
implement powerful, secure, and intelligent data layers in your
real-world projects.
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In today's post (Part 2 of 2), we will cover key and in-depth
questions at the Senior and Architect levels, including:

Senior Level:
Designing a comprehensive data layer with offline
capabilities, real-time updates, and data synchronization.
Handling data validation and transformation at the data
layer.
Strategies for managing large datasets and optimizing
database queries for performance.

Architect Level:
Architecting a secure and efficient offline-first data
synchronization strategy for a financial application that
must work reliably even with intermittent network
connectivity.
Deep dive into conflict resolution strategies for
synchronized data.
Designing a data layer that is resilient to schema changes
and supports seamless data migrations across app
versions.
Discussing the trade-offs between different data
persistence solutions (e.g., Room, DataStore, raw files) for
various types of application data, especially sensitive ones
in a crypto wallet.
Ensuring data integrity and preventing data corruption in a
complex data layer with multiple write sources.
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Senior Level Questions



Design a comprehensive data layer for a complex application
that supports offline-first capabilities, real-time updates, and
data synchronization.

Designing a comprehensive data layer for a complex
application with offline-first, real-time updates, and
synchronization capabilities requires a multi-faceted
approach leveraging modern Android architecture
components. The goal is to provide a seamless user
experience regardless of network connectivity.

High-Level Architectural Diagram Description:
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Description of Components and Technologies:

1-UI (Jetpack Compose / Fragments):
Role: The presentation layer, responsible for displaying
data and capturing user interactions.
Technologies: Jetpack Compose (recommended),
traditional XML Fragments.
Interaction: Subscribes to Flows (or LiveData) from the
ViewModel to react to data changes. It never directly
accesses data sources.

2-ViewModel (Jetpack ViewModel):
Role: UI-specific state holder. Fetches data from Use
Cases or directly from Repository and prepares it for the
UI. Survives configuration changes.
Technologies: Jetpack ViewModel, viewModelScope for
Coroutines.
Interaction: Calls methods on Use Cases/Repository to
request data and exposes Flow/LiveData to the UI.
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3-Use Cases (Interactors / Business Logic):
Role: (Optional, but recommended for complex apps)
Encapsulate specific business rules or complex
operations that involve multiple Repository calls. They
bridge ViewModel and Repository.
Technologies: Plain Kotlin classes.
Example: GetUserProfileUseCase,
PerformTransactionUseCase

4.Repository (Single Source of Truth - SSOT):
Role: The core of the data layer. It abstracts all data
sources (local, network, in-memory cache) and provides
a clean API to the Use Cases/ViewModel. It decides
where to get data from. For offline-first, the local
database (Room) is typically the SSOT.
Technologies: Kotlin classes, suspend functions, Flow for
reactive data.
Flow:

a.Always exposes data as a Flow<T> which originates
from the local data source (Room).

b. Initiates network calls to fetch fresh data.
c.Updates the local data source (Room) with network

data. This update then automatically pushes new
data via the Flow to the ViewModel/UI.
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5.Data Sources (Interfaces and Implementations):
Local Data Source:

Role: Provides persistent local storage for the
application's data. It's the primary source for offline-
first.
Technologies: Room Persistence Library (for SQLite
database). Stores Entity objects.
Interaction: Repository reads from and writes to
Room.

Network Data Source:
Role: Responsible for communicating with the
backend API.
Technologies: Retrofit (for REST API calls), OkHttp
(for underlying HTTP client, interceptors, error
handling, retries, pinning). Handles DTO (Data
Transfer Objects).
Interaction: Repository fetches data from the
Network Data Source.

In-Memory Cache (Optional but Recommended):
Role: Fastest data access for frequently used, short-
lived data.
Technologies: LruCache or simple
ConcurrentHashMap.
Interaction: Repository can check in-memory cache
first before hitting Room or network.
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6.Background Sync Manager:
Role: Orchestrates and manages complex background
data synchronization operations (e.g., uploading user-
generated content, synchronizing large datasets,
resolving conflicts).
Technologies:

WorkManager: For scheduling deferrable,
guaranteed background tasks (e.g., periodic syncs,
one-time syncs with network constraints). Ideal for
"eventual consistency."
WebSockets / MQTT (for Real-time Updates):

WebSockets: Provide a persistent, full-duplex
communication channel between client and
server. Ideal for instant notifications, chat, live
data feeds.
MQTT: Lightweight messaging protocol for IoT
and low-bandwidth scenarios, good for frequent
small updates.
Implementation: A dedicated service or
Repository component that connects to the
WebSocket/MQTT broker. When updates arrive, it
directly updates the local database (Room),
which then propagates the changes to the UI via
Flow.
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Flow for Each Capability:

Offline-First:
1.UI requests data from ViewModel.
2.ViewModel asks Repository.
3.Repository immediately fetches data from Local Data

Source (Room) and emits it via Flow.
4.Concurrently (in a background Coroutine), Repository

initiates a network request.
5.On network success, Repository updates Local Data

Source (Room).
6.Room (being the SSOT) emits the fresh data, and the UI

updates seamlessly. If network fails, the UI continues to
display cached data.

7.User-initiated offline writes are saved to Room and then
queued for background sync using WorkManager.

Real-time Updates:
1.A dedicated WebSocket/MQTT Client (possibly part of

the Network Data Source or a separate
RealtimeSyncService) maintains a connection to the
backend.

2.When a real-time update arrives from the server, the
WebSocket/MQTT Client parses it.

3.The parsed data is directly written to the Local Data
Source (Room).

4.Since the UI is observing Flow from Room, it
automatically updates with the real-time changes.
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Data Synchronization:
1.Pull Sync: Repository pulls data from the network and

updates Room (as described in offline-first).
2.Push Sync (for user-generated content):

User creates/modifies data while offline.
Data is saved to Local Data Source (Room) first.
A WorkManager task is enqueued to sync this data to
the server when network is available.
The WorkManager task reads from Room, sends to
network, and on success, marks the local data as
synced (or deletes it if it's ephemeral after sync).
Conflict resolution logic (e.g., "Last-Write-Wins"
using timestamps) is implemented within the
WorkManager task or on the Backend.

3.Periodic Sync: WorkManager can schedule periodic
background syncs to ensure data freshness.



Key Considerations for this Architecture:
Error Handling: Robust error management at Repository
level (retries, fallback to cached data, informative error
states).
Dependency Injection: Essential for managing
dependencies between Repository, Data Sources, and
other components.
Data Mappers: Critical for converting between Network
DTOs, Room Entities, and Domain Models.
Concurrency: Use Kotlin Coroutines for asynchronous
operations and manage concurrent access to data
sources carefully.
Security: Ensure sensitive data is encrypted at rest (in
Room) and in transit (HTTPS, Certificate Pinning, MTLS).

This architectural design provides a powerful and flexible
foundation for complex Android applications, ensuring
data availability, responsiveness, and accuracy under
diverse operating conditions.
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How do you handle data validation and transformation at the
data layer?

Data validation and transformation are critical processes
within the data layer to ensure data integrity, maintain
consistency, and properly structure data for different layers
of the application. They typically occur at specific points in
the data flow.
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1. Data Transformation 
(Mapping DTOs to Domain Models and vice-versa):

Purpose: To convert data between different
representations (formats or structures) used by various
layers of the application.

Network DTOs (Data Transfer Objects): These are
the models that directly map to the JSON/XML
structures received from or sent to the backend API.
They are often "flat" and may contain fields specific
to the API.
Room Entities: These are the models used for storing
data in the local database. They might have
annotations specific to Room (e.g., @PrimaryKey,
@ColumnInfo).
Domain Models: These are the "pure" representation
of your business data. They live in the domain layer
(or shared between domain and data) and are
independent of any specific data source or UI
framework. They should encapsulate business logic
and represent the truth of your application's data.
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Where it occurs:
Input (Network Response to Domain): When data is
received from the network (as DTOs), it needs to be
transformed into Domain Models before being
passed to the Repository and then potentially stored
in the Local Data Source.
Output (Domain to Network Request/Local Storage):
When data is prepared to be sent to the network or
stored locally, Domain Models might need to be
transformed back into DTOs or Entitys.

Implementation using Mappers (Extension Functions
or Dedicated Classes):
The most common approach in Kotlin is to use extension
functions on the DTO or Entity classes to convert them
into Domain Models (and vice-versa). For more complex
mapping, dedicated Mapper classes can be used.
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2. Data Validation:
Purpose: To ensure that data conforms to expected
rules, constraints, and formats, preventing invalid or
malicious data from corrupting the application's state or
being sent to the backend.
Where it occurs:

Input Validation (Client-Side):
At UI Layer: Initial validation (e.g., ensuring a field
is not empty, basic email format) to provide
immediate feedback to the user. This is primarily
for UX.
At Data Layer (Network Response Validation):
Crucial for validating data received from the
network (DTOs). Even if the backend sends
seemingly valid data, the client should not blindly
trust it. This includes:

Type Checks: Ensuring fields are of the
expected type.
Nullability Checks: Ensuring non-nullable
fields are not null.
Range/Format Checks: Validating numbers,
dates, strings against expected ranges or
regex patterns.
Business Rule Checks: Ensuring data adheres
to specific business logic (e.g., an account
balance cannot be negative after a
transaction).
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Output Validation (Before sending to Network/
Saving to DB): Validating Domain Models before
converting them to DTOs and sending them to the
backend, or before saving them to the local
database.

Implementation Strategies:
Kotlin Null Safety & Smart Casts: Kotlin's type system
itself helps enforce some validation (e.g., non-nullable
properties).
Manual Checks: Simple if-else statements or require()/
check() blocks within mappers or data source
implementations.
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Sealed Classes for States/Results: For more complex
validation or when an operation can result in various
outcomes (success, different types of errors), sealed
classes are excellent.
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Kotlin Serialization with Custom Serializers/Validators: If
you use kotlinx.serialization, you can write custom
serializers that perform validation during deserialization.
Dedicated Validation Libraries: For very complex
validation rules, you might use a dedicated validation
library (though less common in Android purely for data
layer validation compared to input validation on UI).



Architectural Insight:

Decoupling: Keep validation and transformation logic as
close as possible to the data it's operating on (e.g.,
mappers near DTOs/Entities).
Layer Responsibility:

UI Layer: Handles basic input validation for
immediate feedback.
Data Layer (Repository/Mappers): Responsible for
validating data coming into the domain (from
network/DB) and data going out of the domain (to
network/DB). It ensures data integrity within the
domain.
Backend: Always performs its own robust validation.
Client-side validation is for UX and efficiency, not
security.

Error Handling: Clearly define how validation failures are
communicated (e.g., throwing custom exceptions,
returning Result objects, using sealed classes).

By systematically applying data transformation and
validation, you ensure that your application's data layer is
robust, reliable, and resistant to inconsistencies, which is
paramount in FinTech applications.
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Discuss strategies for handling large datasets and optimizing
database queries for performance.

Handling large datasets efficiently and optimizing database
queries are critical for maintaining application
responsiveness and a smooth user experience, especially in
data-heavy applications. Poor performance in this area can
lead to slow loading times, UI freezes, and excessive
memory consumption.
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Strategies for Handling Large Datasets:

1.Pagination:
Concept: Instead of loading all data at once, retrieve and
display data in smaller chunks or "pages." This reduces
memory footprint and initial loading time.
Types:

Offset-Limit Pagination: (Traditional) Request N items
starting from offset M.

Pros: Simple to implement.
Cons: Can be inefficient for very deep pages
(database has to scan through M records). Data
inconsistencies if new items are added/deleted
before the offset.
Example (Room DAO): @Query("SELECT * FROM
users ORDER BY id ASC LIMIT :limit OFFSET
:offset")

Keyset (Cursor-based) Pagination: (Recommended
for large datasets) Request N items after a specific
key (e.g., last item's ID or timestamp).

Pros: More efficient for large datasets as the
database uses an index to jump directly to the
key. More stable against data inserts/deletes.
Cons: Requires an ordered, unique column (the
"key"). More complex to implement.
Example (Room DAO):

@Query("SELECT * FROM users WHERE id > :lastId ORDER
BY id ASC LIMIT :limit")
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Implementation: Use Android Jetpack's Paging3 library,
which integrates well with Room, Retrofit, and Flow/
LiveData to handle the complexity of pagination.

2.Streaming Data (Flow for Reactive UIs):
Concept: Instead of fetching all data once, use reactive
streams (Flow in Kotlin) to receive data as it becomes
available or changes. This is less about "large datasets"
but more about "data that changes over time."
Benefit: Enables real-time updates and efficient data
transfer. Flow from Room is automatically notified of
database changes.

3.Lazy Loading / Virtualization (UI perspective):
Concept: On the UI side (e.g., with LazyColumn in
Jetpack Compose or RecyclerView), only render the
items that are currently visible on the screen.
Benefit: Reduces memory consumption for lists with
many items.



Caution: Indexes improve read performance but can slow
down write (INSERT/UPDATE/DELETE) operations because
the index itself needs to be updated. Use sparingly and only
on frequently queried columns.
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Strategies for Optimizing Database Queries 
(Room/SQLite):

1.Indexing:
Concept: Create indexes on columns that are frequently
used in WHERE clauses, ORDER BY clauses, or JOIN
conditions. An index allows the database to quickly
locate rows without scanning the entire table.
Implementation (Room): Use the indices parameter in the
@Entity annotation.



2.Optimized Query Design:
Avoid N+1 Query Problem:

Problem: Fetching a list of parent entities, and then
for each parent, executing a separate query to fetch
its child entities. This leads to 1 + N queries.
Solution: Use JOIN queries to fetch parent and child
data in a single query. Room's @Relation annotation
and embedded objects simplify this for one-to-many
relationships.
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Select Specific Columns: Only select the columns you
need (SELECT column1, column2 FROM ...) instead of
SELECT *. This reduces the amount of data read from
disk and processed.
Avoid Subqueries in WHERE Clause: Subqueries can
sometimes be less efficient than JOIN operations,
especially if they are correlated.
Use LIMIT when appropriate: If you only need a subset
of results (e.g., top 10), always use LIMIT.



3.Batch Operations:
Concept: Instead of performing individual INSERT,
UPDATE, or DELETE operations in a loop, perform them
in batches.
Implementation (Room): Room's insertAll(vararg entities:
T) or insertAll(entities: List<T>) methods are designed
for batch operations. Wrap multiple operations in a single
database transaction.
Benefit: Reduces the overhead of opening and closing
database connections for each operation, significantly
speeding up writes.

4.Transactions:
Concept: Group multiple database operations into a
single atomic unit. If any operation within the transaction
fails, the entire transaction is rolled back.
Implementation (Room): Use the @Transaction
annotation on DAO methods or explicitly start/end
transactions using db.runInTransaction { ... }.
Benefit: Ensures data integrity and improves
performance for a sequence of writes.
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5.Efficient Data Structures and Type Mapping:
Store data in the most efficient types possible in the
database (e.g., INTEGER for IDs instead of TEXT if
numeric).
Avoid storing large binary data directly in the database;
store file paths and manage files separately.

6.Database Migration Strategies:
Concept: When your database schema changes (e.g.,
adding a new table, adding a column), you need to
migrate existing data.
Strategies:

Manual Migrations: Provide specific Migration
classes with SQL statements to update the schema
and optionally transform data.
Automatic Migrations: Room 2.4.0+ offers
autoMigrations which can simplify some schema
changes.

Caution: Incorrect migrations can lead to data loss.
Always thoroughly test migrations.

7.Database Profiling:
Tools: Use Android Studio's Database Inspector to
inspect your database, run queries, and identify slow
queries. You can also use SQLite logging (if enabled) to
see queries executed.
Benefit: Helps identify performance bottlenecks.
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By applying these strategies, you can significantly
improve the performance and scalability of your Android
application's data layer, providing a smoother experience
for users even when dealing with large volumes of data.
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Architect Level 



Architect a secure and efficient offline-first data
synchronization strategy for a financial application that must
work reliably even with intermittent network connectivity.

Architecting a secure and efficient offline-first data
synchronization strategy for a financial application (like a
crypto wallet) is paramount, given the sensitive nature of the
data and the critical need for reliability and integrity. This
requires a robust architecture focusing on eventual
consistency, conflict resolution, secure storage, reliable data
transfer, and fault tolerance.
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Core Principles:
1.Offline-First Paradigm: The application should primarily

operate from a local, synchronized copy of the data.
Network interaction is for synchronization, not primary
data access.

2.Eventual Consistency: Data across all client devices and
the server will eventually become consistent, but not
necessarily immediately after every operation. This is
crucial for intermittent connectivity.

3.Security by Design: Every layer of the synchronization
must be designed with the highest security standards.

4.Reliability & Fault Tolerance: The system must gracefully
handle network failures, partial syncs, and client-side
crashes without data loss.
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Architectural Components and Flow:
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Detailed Components and Their Roles:
1.Encrypted Local Database (Room with SQLCipher):

Role: The absolute Single Source of Truth on the client
side. All data, especially sensitive financial data
(transaction history, addresses, balances), is stored
here.
Security: Encryption at Rest: Use SQLCipher for Android
(or similar solution) with Room. The encryption key must
be securely generated and stored in the Android
Keystore system, protecting it from rooted devices or
physical access.
Technologies: Room, SQLCipher, Android Keystore.

2.Repository Layer:
Role: Acts as the mediator. All UI/business logic interacts
with the Repository. It decides whether to serve data
from the local database immediately (offline-first) or
trigger a sync.
Flow:

Reads: Always reads from the encrypted Room DB
first via Flow.
Writes: User-initiated writes are first saved to the
encrypted Room DB and marked as "pending sync."
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3.Background Sync Manager (WorkManager):
Role: The core engine for reliable background
synchronization.
Mechanism:

One-time work: Enqueued immediately for user-
initiated data changes (e.g., initiating a transaction).
Periodic work: Scheduled for regular pulling of data
from the server (e.g., every few hours) and pushing
pending local changes.
Constraints: Configured to run only when network
connectivity is available
(NetworkType.CONNECTED), ideally unmetered
(NetworkType.UNMETERED).
Retries: WorkManager inherently handles retries with
exponential backoff for transient failures.

Security: WorkManager provides guarantees for
execution, critical for financial operations.
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4.Network Sync Service (within WorkManager task):
Role: The component that actually communicates with
the Backend.
Technologies: Retrofit with OkHttp.
Security (Transmission):

HTTPS/TLS: Mandatory for all communications.
Certificate Pinning (Dynamic): Pinning the Backend's
certificates to prevent MITM attacks. The pins can be
updated dynamically from a securely pinned
endpoint.
Mutual TLS/SSL (mTLS): For highly sensitive
operations (e.g., sending signed transactions), where
the client also presents its certificate to the server
for authentication. The client certificate is derived
from a key in the Android Keystore.
Token Authentication: Use JWTs with refresh tokens,
managing their lifecycle and secure storage.

Reliability: Implements custom retry logic with
exponential backoff for 5xx server errors or network
IOExceptions.
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5.Conflict Resolution Module:
Role: Essential for eventual consistency. When both
client and server have made conflicting changes to the
same data, this module determines the final state.
Mechanism: Implemented within the WorkManager sync
task or on the Backend. Common strategies: Last-Write-
Wins (using timestamps), Client-Wins (client change
always takes precedence), Server-Wins, or custom
merge logic. (More details in the next question).
Architect's Insight: For financial data, "Last-Write-Wins"
can be risky if not combined with business logic. Often, a
"Server-Wins" or a strict validation from the Backend is
preferred for critical data, or the conflict is flagged for
manual user intervention.
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6.Secure Element Integration / Transaction Signing:
Role: For cryptocurrency wallets, the private keys are
stored and cryptographic signing operations (ECDSA for
transactions) are performed inside the Android Keystore
or a dedicated Secure Element (if available on the
device).
Security: This ensures the private key never leaves the
secure hardware, even if the device is compromised or
rooted.
Flow: The Network Sync Service receives an unsigned
transaction, sends it to the Secure Element (via
KeyStoreManager), gets the signed transaction back,
and then sends it to the Blockchain network via the
Backend.

7.Data Mappers and Validation:
Role: Transforms Network DTOs to Domain Models/
Room Entities and vice-versa. Includes robust data
validation (input and network response).
Security: Crucial for sanitizing incoming data and
preventing injection vulnerabilities or malformed data
affecting the local state.
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Fraud Detection at Network Level 
(Backend Collaboration):

While most fraud detection is Backend-centric, the mobile
app contributes by:

Behavioral Telemetry: Securely sending anonymized
user behavior patterns (e.g., login frequency, transaction
initiation patterns, device characteristics) via the
network layer to Backend analytics systems. This helps
detect anomalies.
Device Attestation (Play Integrity API): Using Google's
Play Integrity API to verify the integrity of the device and
application. Send attestation results with critical network
requests. Backend verifies these to identify
compromised devices.
IP/Geo-location Data: Sending the user's approximate
geo-location or IP (with consent) with transactions,
allowing the Backend to flag unusual origins.
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Reliability and Fault Tolerance Mechanisms:
Atomic Transactions: Ensure that local database writes
are atomic (all or nothing) using Room's @Transaction.
Durable Queues: WorkManager acts as a durable queue
for sync tasks, meaning tasks persist across app restarts
and reboots.
Checksums/Hashing: Add checksums to data during
transfer and storage to detect corruption.
Idempotent Operations: Design API endpoints and client-
side operations to be Idempotent (performing the same
operation multiple times produces the same result)
where possible, to gracefully handle retries.
Observability: Implement comprehensive network
monitoring and logging (including the sync process
status, failures, and latency) to a secure, centralized
system for real-time alerts and debugging.

This architecture ensures that the financial application
remains highly available, secure, and accurate, even in
challenging mobile network environments, by prioritizing
local data and intelligently synchronizing with the
backend.
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Deep dive into conflict resolution strategies for synchronized
data.

Conflict resolution is a crucial aspect of designing robust
data synchronization systems, especially in offline-first and
distributed environments where multiple clients (or a client
and a server) can modify the same data concurrently. A
conflict occurs when two or more changes to the same data
item cannot be merged automatically without losing
information or violating business rules. For financial
applications, incorrect conflict resolution can lead to
catastrophic data inconsistencies or loss of funds.
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Key Concepts:
Eventual Consistency: The fundamental principle that
data will eventually converge to a consistent state
across all replicas, even if temporary inconsistencies
exist.
Version Tracking: Essential for conflict detection. Each
data item should have a version identifier (e.g., a
timestamp, a monotonically increasing integer, or a hash
of its content) that is updated with every change.
Conflict Detection: When a client attempts to push a
change, the server (or another client during P2P sync)
compares the incoming version with its current version.
If they differ, a conflict is detected.
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Common Conflict Resolution Strategies:

1.Last-Write-Wins (LWW):
Description: The most recent change, based on its
timestamp, is chosen as the winner, and older changes
are discarded.
Pros: Simple to implement, automatic.
Cons: Data loss is inherent. If an important change
happened but its timestamp was older (e.g., due to clock
skew or network delay), it will be overwritten. Highly
risky for financial data unless carefully managed.
When to Apply: Suitable for data where freshness is
paramount and occasional loss of an intermediate
update is acceptable (e.g., a chat message, a user's "last
active" status). Not generally suitable for core financial
transactions like balances or transfers.
Implementation: Compare timestamps (last_updated
field). The record with the later timestamp wins.
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2.Client-Wins / Server-Wins:
Description:

Client-Wins: The client's version of the data always
takes precedence in a conflict.
Server-Wins: The server's version of the data always
takes precedence.

Pros: Very simple, no need for complex merging logic.
Cons: Can lead to data loss or user frustration (Client-
Wins might overwrite important server data; Server-Wins
might discard user's recent local changes).
When to Apply:

Client-Wins: For non-critical user-generated content
that might not be immediately synced (e.g., draft
notes).
Server-Wins: Often the default for financial
applications where server-side validation and truth is
paramount. If a client tries to update a balance, the
server's authoritative balance should almost always
win.

Implementation: On conflict, one side simply overwrites
the other.
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3.Merge / Custom Resolution:

Description: Instead of simply overwriting, the system
attempts to integrate conflicting changes into a new,
consistent state. This often requires business logic.
Pros: Minimizes data loss, provides a richer user
experience.
Cons: Significantly more complex to implement. Requires
understanding the semantics of the data.
When to Apply: For structured data where different
parts of an object can be updated independently (e.g.,
user profile: one client updates "email", another updates
"address"). Essential for collaborative applications.
Implementation:
Field-level merging: For each field, apply a rule (e.g.,
take the latest value for name, sum up balance changes,
append to list).
Operational Transformation (OT) / Conflict-Free
Replicated Data Types (CRDTs): Advanced techniques
for real-time collaborative applications where operations
are transformed or designed to be commutative and
associative, ensuring eventual consistency without
explicit conflict resolution. Highly complex.
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4. User Intervention:

Description: When automatic resolution is not possible
or desirable (especially for critical data), the conflict is
presented to the user, who then decides which version
to keep or how to merge.
Pros: Guarantees no data loss without user consent,
ensures accuracy for sensitive operations.
Cons: Can be intrusive for the user, complicates the UI.
When to Apply: Highly recommended for financial
transactions or critical data in crypto wallets. For
example, if two simultaneous transactions from different
devices on the same account conflict, the user should be
prompted to resolve it or warned of potential issues.
Implementation: The sync logic detects a conflict,
fetches both conflicting versions, and presents a UI to
the user to choose or merge.
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Conflict Resolution in a Financial Context 
(Crypto Wallet Example):

For a crypto wallet, the approach to conflict resolution must
be extremely cautious.

Balances and Transactions:
Rule: For the authoritative balance, the server's
calculated balance (derived from the blockchain)
should always be the single source of truth. Client-
side attempts to modify balance should almost
always defer to the server.
Conflict: If a client submits a transaction that the
server/blockchain rejects due to insufficient funds
(because the client had stale balance data), the
server's rejection should be immediately
communicated to the client, and the local pending
transaction should be marked as failed.
Strategy: Server-Wins for authoritative state.
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Pending Transactions (Offline Initiated):
Rule: Transactions initiated offline are saved locally
and pushed to the server when online.
Conflict: If a transaction initiated offline cannot be
executed on the blockchain (e.g., due to network
conditions, or another transaction consuming funds),
the client must be notified.
Strategy: The server validates and sends back a
success/failure status. The client updates its local
state accordingly. If WorkManager retries fail, notify
the user.

Wallet Addresses/Labels:
Rule: If a user labels an address on two devices
simultaneously, a "Last-Write-Wins" or "Merge"
strategy might be acceptable for metadata, but core
address data itself comes from the blockchain.
Strategy: Could use LWW on server for address
labels.
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Architectural Considerations:
Atomic Operations: Ensure that any conflict resolution
logic applied at the database level uses atomic
transactions.
Version Vectors: For more complex distributed systems,
Version Vectors can be used to track the causal history
of data, allowing for more precise conflict detection and
merging.
Backend Support: The Backend must be designed to
handle concurrent updates and support the chosen
conflict resolution strategy (e.g., optimistic locking for
updates).
User Feedback: It's critical to provide clear and timely
feedback to the user about sync status, conflicts, and
resolution outcomes.
Testing: Thoroughly test all conflict scenarios, including
edge cases, network partitions, and device crashes
during sync.

The choice of conflict resolution strategy heavily depends
on the data's criticality, the acceptable level of data loss,
and the complexity you're willing to manage. For financial
applications, safety and integrity usually outweigh
simplicity.

Esmaeeil Moradi
@esmaeeil-moradi700 48



How would you design a data layer that is resilient to schema
changes and supports seamless data migrations across app
versions?

Designing a data layer resilient to schema changes and
supporting seamless data migrations is crucial for the long-
term maintainability and evolution of any Android
application, especially those with persistent local data like
financial apps. Room, being an SQLite abstraction layer,
provides robust mechanisms for this.
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Core Principles:
Version Control of Schema: Every change to the
database schema must be assigned a new version
number.
Migration Paths: Clearly define how the database
should evolve from one version to the next.
Data Preservation: Aim to preserve existing user data
during migrations unless explicitly decided otherwise.
Graceful Handling of Unforeseen Issues: Implement
fallback mechanisms for unexpected migration failures.
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Strategies for Schema Resilience and Data Migrations
(with Room):

1.Room Database Versioning:
Mechanism: In your RoomDatabase abstract class,
increment the version number every time you change an
@Entity, @Dao, or add/remove a table.
Example: @Database(entities = [UserEntity::class],
version = 1, exportSchema = false) becomes version = 2.

2.Manual Migrations:
Mechanism: For most schema changes, you'll provide
specific Migration objects. Each Migration object defines
how to transform the database schema from an
oldVersion to a newVersion using SQL ALTER TABLE
statements.
When to use: When adding/removing columns, renaming
columns/tables, changing column types, or performing
complex data transformations.
Implementation:
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3.Automatic Migrations (Room 2.4.0+):
Mechanism: Room can automatically generate
migrations for simple schema changes (adding columns,
adding new entities, removing entities) if you annotate
your Database class with autoMigrations.
When to use: For straightforward, non-destructive
schema changes.
Implementation:
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exportSchema = true: Always set this to true and
commit the exported schema JSON files to version
control. These files are crucial for Room to compare
schema versions and generate auto-migrations or verify
manual migrations.
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4.Migration Testing:
Crucial Step: Always write automated tests for your
migrations. This is often overlooked but is essential to
prevent data loss.
Tools: Room provides MigrationTestHelper for this
purpose. You write tests that create a database at an old
version, apply your migrations, and then verify the
schema and data in the new version.
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5.Fallback Strategies (Destructive Migration):
Mechanism: If no migration path is provided for a
version jump, or if an auto-migration cannot be
generated for a complex change, Room will throw an
IllegalStateException. You can tell Room to rebuild the
database destructively in such cases.
When to use: Only as a last resort, when data loss is
acceptable (e.g., non-critical cache data, or for pre-
release versions).
Implementation: .fallbackToDestructiveMigration() or
.fallbackToDestructiveMigrationFrom(vararg versions)
Caution: Never use this for production apps that store
sensitive or irreplaceable user data. For financial apps,
this is completely unacceptable.

6.Minimizing Downtime / User Impact:
Background Migrations: Room performs migrations on a
background thread. For very large datasets, ensure
migrations don't block the UI for too long.
Incremental Migrations: Design migrations in small,
manageable steps (e.g., v1 -> v2, then v2 -> v3). Avoid
large, multi-version jumps in a single step.
Backend Coordination: If schema changes involve both
client and backend, ensure careful coordination.
Consider providing multiple API versions for a transition
period.
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Architectural Insights:
Schema Evolution Plan: Have a clear plan for how your
database schema will evolve with new features.
Immutable Schemas: For financial applications, consider
making certain core schemas highly stable or even
immutable where possible, to reduce migration risks.
Version Control for Schema Files: Always commit
exportedSchema JSON files to your version control
system alongside your code. These files are invaluable
for debugging and writing migrations.
Data Transformation in Migrations: If a column type
changes or data needs to be restructured, SQL UPDATE
statements within your migration can transform existing
data.
Monitoring Migrations: Log successful/failed migrations
in your analytics system to understand user impact.
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By diligently following these strategies, you can build a
robust data layer that gracefully adapts to schema
changes, ensuring a reliable and seamless experience for
your users across different app versions.
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Discuss the trade-offs between different data persistence
solutions (e.g., Room, DataStore, raw files) for various types of
application data, especially sensitive ones in a crypto wallet.

Choosing the right data persistence solution is a critical
architectural decision in Android development, and even
more so for sensitive data in financial applications like
crypto wallets. Each solution has its trade-offs in terms of
use case, performance, security implications, complexity,
and suitability for structured vs. unstructured data.
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1. Room Persistence Library 
(SQLite Database Abstraction)

Use Cases:
Structured, relational data: Ideal for large datasets
that have defined relationships (e.g., users, accounts,
transactions, messages).
Complex queries: Supports SQL queries, allowing for
powerful filtering, sorting, and aggregation.
Offline-first: Excellent as the Single Source of Truth
for offline capabilities.

Performance:
Good for complex queries on large datasets.
Batch operations (inserts, updates) are efficient.
Can be slower for very simple key-value reads/writes
compared to DataStore or SharedPreferences.

Security Implications (Sensitive Data):
Data at Rest Encryption: Does NOT encrypt data by
default. For sensitive data in a crypto wallet, you
must integrate SQLCipher for Android (or a similar
solution like Encrypted Room if it becomes available
natively and is proven secure).
Key Management: The encryption key for SQLCipher
must be securely stored in the Android Keystore
System and managed carefully (e.g., invalidated on
user logout, app uninstall).
Integrity: Room provides compile-time checks for
queries, reducing SQL injection risks compared to
raw SQLite.
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Complexity:
Higher initial setup boilerplate (Entities, DAOs,
Database class, Migrations).
Requires understanding of relational database
concepts.

Suitability for Crypto Wallet Sensitive Data: Highly
suitable if encrypted with SQLCipher and robust key
management. Necessary for storing structured
transaction history, addresses, and any non-secret user-
specific data that needs to be queried.

2. DataStore (Proto DataStore / Preferences DataStore)
Use Cases:

Preferences DataStore: Simple key-value pairs
(replacement for SharedPreferences). Ideal for user
settings, app configuration.
Proto DataStore: Typed, small, and simple complex
objects defined by a protocol buffer schema. Good
for small, structured, non-relational data where type
safety is desired.
Asynchronous data storage: Uses Kotlin Coroutines
and Flow for non-blocking I/O.

Performance:
Asynchronous and non-blocking, which improves UI
responsiveness.
Good for small reads/writes.
Not designed for large datasets or complex queries.
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Security Implications (Sensitive Data):
Default: DataStore itself does not encrypt data by
default.
Encryption: Can be integrated with Jetpack Security
(EncryptedFile) to encrypt its contents. This is
provided by PreferencesDataStoreFactory and
ProtoDataStoreFactory. The encryption key is
handled by Android Keystore.
Key Management: Relies on Android Keystore for key
management.

Complexity:
Lower boilerplate than Room, especially for
Preferences DataStore.
Proto DataStore requires .proto schema definition
and serializer.

Suitability for Crypto Wallet Sensitive Data: Suitable for
non-critical sensitive data like authentication tokens,
session IDs, or a user's chosen display currency, if
encrypted using Jetpack Security. Not for large
transaction logs or private keys.
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3. Raw Files (Internal/External Storage)
Use Cases:

Large unstructured binary data: Images, videos,
audio, downloaded documents.
Custom formats: When you need complete control
over file format (e.g., encrypted blobs, custom data
structures).

Performance:
Can be fast for direct read/write of large files.
Poor for structured querying; you'd have to read the
entire file and parse it.

Security Implications (Sensitive Data):
No inherent encryption: Data is stored in plain text by
default.
Manual Encryption: You must manually encrypt
sensitive data before writing to a raw file. This
involves:

Generating encryption keys (AES) from Android
Keystore.
Using standard cryptographic primitives (Cipher,
SecretKeySpec).
Managing Initialization Vectors (IVs) securely.

Access Control: Context.MODE_PRIVATE for internal
storage is generally secure, but a rooted device can
bypass it.
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Complexity: Highest complexity for managing data
structures, parsing, and especially encryption. You are
responsible for all serialization, deserialization, and
encryption logic.

Suitability for Crypto Wallet Sensitive Data: Only for
highly specific, very large, unstructured blobs of
encrypted data where no query capability is needed
(e.g., encrypted backups of a wallet, encrypted user-
specific assets). Private keys should never be stored
here, only within the Android Keystore or Secure
Element.
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Key Management for Sensitive Data (Crucial for all):
Regardless of the storage solution, any encryption key used
for sensitive data (private keys, transaction details, wallet
backups) must be derived from or stored within the Android
Keystore System. This provides hardware-backed security,
binds keys to the device, prevents key export, and handles
key lifecycle (e.g., invalidation on device lock screen
changes or uninstallation).



Architectural Recommendation for Crypto Wallets:
A robust crypto wallet data layer would typically use a
combination:

Android Keystore / Secure Element: For the actual
private keys and cryptographic signing operations. This
is the root of trust.
Room + SQLCipher: For all structured sensitive data like
transaction history, contacts/address book, wallet
balances (derived from blockchain). This provides query
capabilities and offline support.
DataStore (Encrypted): For authentication tokens, user
preferences, and small, non-queryable sensitive
settings.
Raw Encrypted Files: For very large, custom-formatted,
encrypted backups that are rarely accessed.

The choice is not "one size fits all" but rather selecting the
most appropriate tool for each type of data, always
prioritizing security and key management for sensitive
information.
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How do you ensure data integrity and prevent data corruption
in a complex data layer with multiple write sources?

Ensuring data integrity and preventing corruption in a
complex data layer with multiple write sources (e.g., user
input, network updates, background syncs) is a paramount
architectural challenge. Data corruption can lead to incorrect
displays, application crashes, and, in financial applications,
can be catastrophic (e.g., incorrect balances).

Data Integrity Principles:
Accuracy: Data is correct and reflects the real-world
state.
Consistency: Data is uniform across all its replicas and
views.
Validity: Data conforms to defined rules and constraints.
Reliability: Data remains available and unchanged during
storage and retrieval.
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Strategies to Ensure Data Integrity and Prevent
Corruption:

1.Single Source of Truth (SSOT):
Mechanism: Designate one canonical data source
(typically the local database, like Room) as the ultimate
arbiter of truth for a given piece of data on the client
side. All other sources (network, UI) read from and write
to the SSOT.
Benefit: Centralizes data manipulation, making it easier
to reason about data flow and reducing the chances of
conflicting updates.
Implementation: Your Repository should primarily
expose Flows from Room. Any network response is first
persisted to Room, and then Room's Flow updates the
UI.

Esmaeeil Moradi
@esmaeeil-moradi700

67



2.Database Transactions:
Mechanism: Group multiple database operations (reads
and writes) into a single atomic unit. The database
guarantees that either all operations within a transaction
succeed and are committed, or if any fail, the entire
transaction is rolled back.
Benefit: Prevents partial updates or inconsistent states if
an operation fails midway (e.g., writing user data and
then their related addresses).
Implementation (Room): Use the @Transaction
annotation on DAO methods or db.runInTransaction { ...
}.
Example: When updating a user's profile and also their
associated list of payment methods, both operations
should be part of a single transaction.

Esmaeeil Moradi
@esmaeeil-moradi700

68



3.Concurrency Control:
Mechanism: Strategies to manage simultaneous access
to the same data by different threads or processes to
prevent race conditions and ensure data consistency.
Types:

Optimistic Locking (Recommended for Mobile Sync):
How it works: Each data record has a version
number or timestamp. When updating, the client
sends the version it read. The server only applies
the update if its current version matches the
client's old version. If not, a conflict is detected.
Benefit: Less overhead than pessimistic locking.
Suitable for environments with infrequent
conflicts.
Implementation: Backend manages version. Client
sends version in update request (If-Match header
or a field in the body).
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Pessimistic Locking (Less Common for Mobile Client-
Server):

How it works: A lock is placed on the data (or a
portion of the database) to prevent others from
reading/writing it until the current operation
completes.
Benefit: Prevents conflicts by serialization.
Cons: Can lead to deadlocks and reduced
concurrency. More common in backend systems or
short-lived, high-contention local operations.
Implementation: Explicit locking mechanisms (less
common directly on Android client for external sync).
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4.Data Validation Rules:
Mechanism: Enforce rules on data at various layers to
ensure it's valid before storage or processing.
Where:

UI Layer: Basic input validation for user experience.
Data Layer (Mappers/Repository): Validate Network
DTOs before converting to Domain Models and Room
Entities. Validate Domain Models before sending to
Backend or saving to DB.
Database (Room): Use Room's NOT NULL
constraints, PRIMARY KEYs, FOREIGN KEYs (for
referential integrity), and CHECK constraints (if
needed via raw SQL for advanced rules).
Backend: Always perform robust server-side
validation. Client-side validation is a convenience,
not a security guarantee.

Benefit: Prevents invalid data from entering the system,
reduces bugs, and improves data quality.
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5.Checksums and Hashing (for file integrity):
Mechanism: Generate a hash (e.g., SHA-256) of a file or
a block of data. Store this checksum alongside the data.
When the data is retrieved, re-calculate the checksum
and compare it.
Use Case: Critical for ensuring integrity of downloaded
large files (e.g., software updates, media files, encrypted
wallet backups).
Benefit: Detects accidental or malicious alteration of
data at rest or during transfer.
Implementation: Use Java's MessageDigest or Kotlin
Crypto libraries.

6.Robust Error Handling and Rollback Mechanisms:
Mechanism: Implement comprehensive try-catch blocks
around all critical data operations (network, database). If
an error occurs, either retry (for transient errors) or roll
back to a known good state.
Benefit: Prevents data from being left in an inconsistent
state after a failure.
Implementation: WorkManager for guaranteed retries of
sync tasks. For multi-step local operations, use database
transactions.
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7.Logging and Auditing:
Mechanism: Log all significant data changes, sync
events, and errors to a centralized, secure logging
system (e.g., Crashlytics, custom telemetry to a
backend). For financial apps, this becomes auditing.
Benefit: Provides a historical record of data
modifications, crucial for debugging, identifying the
source of corruption, and for compliance in financial
contexts.
Security: Ensure logs themselves are secure (encrypted
in transit and at rest) and access is restricted.

8.Immutable Data Models:
Mechanism: Use data classes in Kotlin, which are
immutable by default. When data needs to be
changed, create a new instance with the updated
values.
Benefit: Prevents unintended side effects and makes
it easier to track data changes.

9.Regular Backups:
Mechanism: Implement a secure way for users to
back up their local application data (especially for
crypto wallets: seed phrases, encrypted wallet
backups).
Benefit: The ultimate safeguard against data loss due
to catastrophic corruption or device failure.
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By combining these strategies, you can build a highly
resilient data layer that minimizes the risk of data
corruption, even in the face of multiple write sources and
intermittent connectivity, which is non-negotiable for
financial applications.
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Final Summary for Day 13 & 14 Challenge:

As we conclude Day 13 & 14 of the
#30DayAndroidChallenge, focusing on "Data Layer
Architecture," it's clear that a well-structured data layer is
the backbone of any robust Android application. From
understanding the fundamental Repository Pattern and
various caching strategies to delving into advanced
synchronization, conflict resolution, and stringent security
measures for financial data, we've covered the critical
aspects of building a reliable and scalable data foundation.

In applications like crypto wallets, where data integrity and
security directly impact user assets, these architectural
decisions are not merely optimizations but absolute
necessities. By implementing Single Source of Truth,
transactions, encryption, WorkManager for background
operations, and thoughtful conflict resolution, we can deliver
an experience that is not only performant and offline-first
but also unyieldingly secure.
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The journey to becoming a proficient Android Architect
involves mastering these foundational yet complex areas.
Keep learning, keep building, and stay tuned for more
profound topics in our #30DayAndroidChallenge! Feel free
to share your thoughts, insights, and experiences in the
comments below. Let's build secure and powerful Android
applications together!

Esmaeeil Moradi
@esmaeeil-moradi700

76



Esmaeeil Moradi
@esmaeeil-moradi700

✨These comprehensive
answers aim to equip you with

the knowledge required for
Architect-level and Senior-

level interviews, and to make
informed architectural

decisions in your real-world
projects.Good luck. ✨

77


